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A dependently typed low-level target language can provide strong guarantees about compiled code, specifying

both the types of program fragments and the exact values they compute. Although recent advances in type-

preserving compilation of dependently typed languages have yielded a variety of intermediate languages for

closure conversion, CPS, defunctionalization, and A-normal form, there is no low-level target language to date

that supports fully dependent types with large elimination.

We introduce a principle for developing dependently typed abstract machines in which instructions are

typed as transformers of abstract stacks of terms drawn from a specification calculus. We apply the principle

to develop two machines — the dependent SECD machine and the TAL-style dependent abstract machine

(DAM) — that enjoy total correctness: every well-typed machine halts with exactly the value specified by its

type. Finally, we give a type-preserving translation targeting DAM which, combined with existing work on

defunctionalization, yields the first type-preserving compiler for a fully dependently typed language, with

whole-program and separate compilation correctness checkable by type checking the compiled instructions,

independently of the compiler or source code that produced them.
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1 Introduction
It is convenient to assign types to stack machine instructions. For example, consider the instruction

app : Δ :: (𝐴 → 𝐵) :: 𝐴 −→ Δ :: 𝐵

whose type indicates that it applies the second-to-top item, a closure of type 𝐴 → 𝐵, to the top

item of type 𝐴, leaving the result of type 𝐵 on the remaining stack (of type Δ). If the closure has a
dependent type, Πx :A.B, a difficulty arises: the result type B[v/x] now depends on the value of the

top stack item v, but the syntax only provides access to the item’s type 𝐴. To support dependently

typed computation, the instruction’s type must track the values on the stack and how they change:

app : (𝜎 : Δ) :: (𝑓 : Πx :A.B) :: (𝑣 : 𝐴) −→ (𝜎 : Δ) :: (𝑓 𝑣 : B[v/x])
where (𝜎, 𝑓 , 𝑣) are expressions from a dependently typed calculus. In this article we show that this

way of typing instructions leads to dependently typed abstract machines, which are suitable as

targets for type-preserving compilation.

Several recent advances have overcome challenges in preserving dependent types through

compilation, adapting conventional compiler transformations such as continuation-passing style
transformation [Bowman et al. 2018], closure conversion [Bowman and Ahmed 2018], defunctional-
ization [Huang and Yallop 2023a], and conversion to A-normal form [Koronkevich et al. 2022]. A

key missing requirement is a target language for type-preserving compilers, a low-level language

that supports fully dependent types and is a suitable target for translation from the output lan-

guages of these transformations. Dependently typed low-level languages date back to Ritter [1994],

but none of the existing work meets the need: it either implements only a restricted version of

dependent types [e.g. Xi and Harper 2001] or is incompatible with dependently typed program

transformations [e.g. Winwood and Chakravarty 2011].

This work provides the missing piece. We introduce a typing principle that directly models stack

contents in an abstract interpretation style, relating runtime values to compile-time terms. We use a
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two-level syntax: a dependently typed calculus for specifying the types and terms for compile-time

reasoning and a low-level instruction set for manipulating runtime values. We derive two abstract

machines from our principle, which serve as vehicles for our technical contributions:

• First (§2) we develop a dependently typed SECD machine based on the calculus of construc-

tions [Coquand and Huet 1988], and establish its metatheoretical properties: type safety via

progress and preservation (§2.5); partial correctness, a stronger property that says that if a

well-formed instruction sequence halts, it does so with the correct value; termination (§2.6)

and total correctness, which says that a well-formed instruction sequence always halts with

the correct value. These properties serve as a basis for both whole-program and separate

compilation correctness (§2.7), which can be checked independently of the compiler and

source program used to generate the instructions.

• Second (§3), we apply the same principle to the defunctionalized calculus of constructions

(DCC), to develop a more practical dependent abstract machine (DAM) that features fixed

code blocks (rather than code kept on the stack), and show its termination and total correct-

ness using a backward translation to the machine of §2. We combine our work with DCC

(§3.6) to complete a type-preserving compiler for a fully dependently typed language with

large elimination, translating programs from the calculus of constructions to a practical

abstract machine.

Finally, §4 offers closing discussion and §4.1 surveys related work.

2 Dependent SECD Machine
In this section, we apply the principle of modelling stack contents to assign dependent types to

the SECD machine [Landin 1964]. We first introduce the dependently typed specification calculus

CCω (§2.1), then give the syntax and operational semantics of the SECD machine (§2.2), and assign

types to its instructions (§2.3) and machine configurations (§2.4). We show that well-typed SECD

machines have type safety (§2.5) and termination (§2.6), and combining these gives a total correctness
property: a well-typed machine configuration always terminates and produces the correct value

according to its type specification (Corollary 2.27). Finally, we define a compilation function from

CCω to SECD instructions (§2.7) and illustrate that type preservation supports correct separate

compilation (Corollary 2.31).

2.1 Specification Language: The Calculus of Constructions
Our specification language CCω is a variation of the Calculus of Constructions [Coquand and Huet

1988] with dependent pairs, unit type, and natural numbers, extended with a predicative universe

hierarchy in the style of Luo [1989], with typed reductions and conversions. CCω is concise and

expressive: it is a minimal setup that supports large elimination, i.e. creating types by iterating over

small datatypes such as natural numbers. Large elimination makes the calculus fully dependently
typed, meaning that the dependency of types on values cannot be erased (e.g. by translating to

System F𝜔 [Geuvers 1994]). We include large elimination to show that our work can be generalized

to full-scale dependently typed systems, where large elimination is a common feature.

Fig. 1 shows the syntax of CCω. Formally, the variables are de Bruijn indices, but we present

them in a named-variable style for readability.

Types and universes. We use a predicative hierarchy of universes {𝑈𝑖 }𝑖∈N with the type of𝑈𝑖 being

𝑈𝑖+1 (ty-Universe), following Martin-Löf [1984] and many dependently typed systems [Bove et al.

2009; Rocq Development Team 2025], to prevent the paradoxical construction that arises when a

single sort is used as the type of all types [Coquand 1986].
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CCω
Expressions 𝐴, 𝐵,𝑀, 𝑁, 𝑃 ::= 𝑥 | 𝑈𝑖 | Πx :A.B | M N | 𝜆x :A.M

| Σx :A.B | ⟨M,N ⟩ | fst M | snd M
| Unit | ⟨⟩ | Nat | zero | suc𝑀 | recP (M, (x, p).M′,N )

Contexts Γ ::= · | Γ, x :A

Fig. 1. Syntax of CCω

Typing rules have the form Γ ⊢ M : A, which indicates thatM has the type A under the context Γ,
where contexts associate types with variables. Types and terms are not distinguished syntactically.

If Γ ⊢ 𝐴 : 𝑈𝑖 (for some 𝑖), then 𝐴 is a well-formed type in context Γ; we write Γ ⊢ A : U , omitting

the 𝑖 subscript as a convention. Base types like Unit and Nat are in𝑈0. Both Π-types and Σ-types
inhabit the larger of the two universes inhabited by their constituents 𝐴 and 𝐵 (ty-Pi, ty-Sigma).

Introductions of base types, base values, variables, and universes (the base cases of typing

judgements) are valid only if the telescope context Γ is well-formed (denoted as ⊢ Γ), i.e. if all types
in Γ are well-formed.

CCω
ty-Universe

⊢ Γ

Γ ⊢ 𝑈𝑖 : 𝑈𝑖+1

ty-Pi

Γ ⊢ A : 𝑈𝑖 Γ, x :A ⊢ B : 𝑈 𝑗

Γ ⊢ Πx :A.B : 𝑈max(𝑖, 𝑗 )

ty-Sigma

Γ ⊢ A : 𝑈𝑖 Γ, x :A ⊢ B : 𝑈 𝑗

Γ ⊢ Σx :A.B : 𝑈max(𝑖, 𝑗 )

Dependent functions and pairs. The typing rules for dependent functions and pairs are standard.

The 𝜆-abstraction 𝜆x :A.M creates a dependent function of type Πx :A. B (ty-Lambda), and the

input is substituted in 𝐵 for 𝑥 in the result type of an application (ty-Apply).

In a dependent pair ⟨M,N ⟩, the type 𝐵 of the second component 𝑁 may depend on the first

component𝑀 (named 𝑥 in the type), so that the type of 𝑁 is 𝐵 with𝑀 substituted for 𝑥 (ty-Pair).

Dependent pairs are eliminated with projections, where the type of the second projection depends

on the first projection (ty-Snd). As conventions, we write 𝐴 → 𝐵 and 𝐴 × 𝐵 for non-dependent

functions and pairs (when 𝑥 is not free in 𝐵).

CCω
ty-Lambda

Γ, x :A ⊢ M : B

Γ ⊢ 𝜆x :A.M : Πx :A.B

ty-Apply

Γ ⊢ M : Πx :A.B Γ ⊢ N : A

Γ ⊢ M N : B[N/x]

ty-Pair

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ ⟨M,N ⟩ : Σx :A.B

ty-Fst

Γ ⊢ M : Σx :A.B

Γ ⊢ fst M : A

ty-Snd

Γ ⊢ M : Σx :A.B

Γ ⊢ snd M : B[fst M/x]

Reduction and definitional equality. We present CCω with typed reductions of the form Γ ⊢
M ⊲ N : A, with 𝛽-reduction for function applications, projections for pairs, and the two cases

for the recursor (Fig. 2a). Γ ⊢ M ⊲∗ N : A stands for the reflexive-transitive closure of reductions

congruenced under Π, Σ, applications, etc. Typed reductions give subject reduction immediately

and avoids the circular argument involved in untyped reduction: to prove subject reduction, we

need to prove the injectivity of Π-types that relies on a notion of typed confluence which requires

subject reduction again [Goguen 1994].
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The definitional equality Γ ⊢ M ≡ N : A is also presented as a typed relation. Two terms

are equivalent if they reduce to a same term (eq-Reduce), or are 𝜂-equivalent functions or pairs

(eq-EtaPi, eq-EtaSigma). The conversion rule ty-Eqiv transports equivalent types in typing

judgements.

CCω
eq-Reduce

Γ ⊢ M ⊲∗ M′
: A Γ ⊢ N ⊲∗ M′

: A

Γ ⊢ M ≡ N : A

ty-Eqiv

Γ ⊢ M : A Γ ⊢ A ≡ B : U

Γ ⊢ M : B

Natural numbers. The natural number type has the usual constructors zero and suc. Its eliminator

recP (M, (x, p).M′,N ) (also known as the recursor) takes a predicate on natural numbers 𝑃 , a zero

case𝑀 , an inductive case𝑀 ′
(with bound variables 𝑥, 𝑝), and a natural-number scrutinee 𝑁 , and

produces a term of type 𝑃 [𝑁 /𝑥] (ty-Rec). The recursor evaluates to the base case𝑀 when 𝑁 = zero.

When 𝑁 = suc 𝑁 ′
, it reduces to the inductive case𝑀 ′

with 𝑥 and 𝑝 substituted with the predecessor

𝑁 ′
and the result of recursing over 𝑁 ′

, i.e. recP (M, (x, p).M′,N ′). Note that the recursor supports
large elimination: we could produce types by recursing over a natural number.

CCω
ty-Rec

Γ, x :Nat ⊢ P : U Γ ⊢ N : Nat

Γ ⊢ M : P [zero/x] Γ, x :Nat, p :P ⊢ M′
: P [suc x/x]

Γ ⊢ recP (M, (x, p).M′,N ) : P [N/x]

Properties of CC𝜔 . We now state some important properties of CCω. Structurally, the judgements

of CCω have well-formed parameters, for example, if a judgement Γ ⊢ M : A holds, then Γ
is a well-formed context and 𝐴 is a well-formed type under Γ, and similarly for reduction and

equivalence judgements. Meta-theoretically, CCω has deep normalization (Theorem 2.4) and is

consistent (Theorem 2.5), with injective type formers (Lemma 2.2), and different type formers are

never definitionally equal (Lemma 2.3).

These properties give CCω decidable type-checking, as Danielsson et al. [2026] have recently

mechanized. We could follow Danielsson et al. and present our calculus in Martin-Löf type theory

with separate judgements for well-formed types, type equivalence, etc., but we favour the concise

Calculus of Constructions style for simplicity of presentation. The exact choice of the specification

calculus does not matter, as long as it is normalizing, consistent, and has injectivity and non-

confusion for type formers which are required to establish type safety for the SECD machine (see

§2.5).

Lemma 2.1 (Well-formedness of typing judgements). The parameters of the judgements are
well-formed in the following sense:

• If Γ ⊢ M : A, then ⊢ Γ and Γ ⊢ A : U.
• If Γ ⊢ M ⊲ N : A, then Γ ⊢ M : A and Γ ⊢ N : A.
• If Γ ⊢ M ≡ N : A, then Γ ⊢ M : A and Γ ⊢ N : A.

Lemma 2.2 (Injectivity of type formers). The type formers are injective in the following sense:
• If Γ ⊢ 𝑈𝑖 ≡ 𝑈 𝑗 : U, then 𝑖 = 𝑗 .
• If Γ ⊢ (Πx :A.B) ≡ (Πx :A′ .B′) : U, then Γ ⊢ A ≡ A′

: U and Γ, x :A ⊢ B x ≡ B′ x : U.
• If Γ ⊢ (Σx :A.B) ≡ (Σx :A′ .B′) : U, then Γ ⊢ A ≡ A′

: U and Γ, x :A ⊢ B x ≡ B′ x : U.
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Lemma 2.3 (Non-confusion of type formers). Different type formers cannot be equivalent.
Specifically, Γ ⊢ 𝑈𝑖 ≡ Nat : U is not derivable, Γ ⊢ 𝑈𝑖 ≡ Unit : U is not derivable, and so on.

Theorem 2.4 (Deep normalization). If Γ ⊢ M : A, then Γ ⊢ M ≡ N : A for some 𝑁 in
𝛽-short-𝜂-long normal form.

Theorem 2.5 (Consistency). There is no𝑀 such that ⊢ M : (Π𝐴 :𝑈0 .A).

CCω

Γ ⊢ M ⊲ N : A (Reduction)
red-Beta

Γ, x :A ⊢ N : B Γ ⊢ M : A

Γ ⊢ (𝜆x :A.N ) M ⊲ N [M/x] : B[M/x]

red-Fst

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ fst ⟨M,N ⟩ ⊲ M : A

red-Snd

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ snd ⟨M,N ⟩ ⊲ N : B[M/x]

red-RecZ

Γ, x :Nat ⊢ P : U
Γ ⊢ M : P [zero/x] Γ, x :Nat, p :P ⊢ M′

: P [suc x/x]
Γ ⊢ recP (M, (x, p).M′, zero) ⊲ M : P [zero/x]

red-RecS

Γ, x :Nat ⊢ P : U Γ ⊢ N : Nat

Γ ⊢ M : P [zero/x] Γ, x :Nat, p :P ⊢ M′
: P [suc x/x]

Γ ⊢ recP (M, (x, p).M′, suc N ) ⊲ M′ [N/x, recP (M, (x, p).M′,N )/p] : P [suc N/x]

(a) Reduction

Γ ⊢ M ≡ N : A (Equivalence)
eq-EtaPi

Γ ⊢ M : Πx :A.B Γ ⊢ N : Πx :A.B
Γ, x :A ⊢ M x ≡ N x : B

Γ ⊢ M ≡ N : Πx :A.B

eq-EtaSigma

Γ ⊢ M : Σx :A.B

Γ ⊢ ⟨fst M, snd M⟩ ≡ M : Σx :A.B

(b) Equivalence

Fig. 2. The remaining rules of CCω reduction and definitional equality

2.2 SECD Machine
An SECD machine [Landin 1964] consists of a stack, a runtime environment, a sequence of instruc-

tions (code), and a stack of call frames (originally called dumps). Fig. 3 shows the syntax of the

SECD machine we consider. The instruction set manipulates the machine’s runtime values, which

include natural numbers, the unit value, pairs, closed CCω types A, and code closures ⟨env, ins⟩.
The runtime environments and stacks are lists of values. A call frame is a list of triples ⟨ins, env, st⟩
that represents the environment, stack, and the rest of instructions that were saved during function

calls.

Themachine’s operational semantics is defined in Fig. 4 as a reduction relation ⟨ins, env, st, fr⟩ −→
⟨ins′, env′, st′, fr′⟩. Most instructions operate straightforwardly within the current call frame,
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SECD

Instructions I ::= var x | st 𝑛 | ty A | pushc ins
| app | clo 𝑛 ins | pair | fst | snd
| unit | lit 𝑛 | suc | rec P ins ins′

Instruction sequences ins ::= ret | I; ins

Values v ::= 𝑛 | ⟨⟩ | A | ⟨v, v′⟩ | ⟨env, ins⟩
Runtime env./stack env, st ::= · | env :: v
Call frames fr ::= · | fr :: ⟨ins, env, st⟩
Machine configuration 𝐶 ::= ⟨ins, env, st, fr⟩

Fig. 3. Syntax of the SECD machine

e.g. var x looks up the value at position 𝑥 in the runtime environment
1
and copies it to the

stack, ty A pushes a CCω type onto the stack and closes it with the current environment, etc.

Evaluating function calls. Closures ⟨env, ins⟩ are created by pushc ins that pairs the instruction
with the current environment (secd-red-Pushc) or by clo 𝑛 ins that takes the top 𝑛 items from

the stack and forms a closure with the instruction (secd-red-Clo). Upon application, if the stack’s

top two elements are a closure ⟨env′, ins′⟩ and a value v, then the machine saves the caller frame’s

information on fr, loads the new runtime environment with env′ from the closure and the argument

v, clears the stack, and loads the closure’s code ins′ (secd-red-App). The ret instruction marks

the end of an instruction sequence. When ret is reached and the frame stack is non-empty, the

machine discards the current stack except for the return value v on the top, restores the previous

call frame, and places v on top of the restored stack (secd-red-Ret).

Evaluating recursor. The recursor instruction rec P ins𝑧 ins𝑠 recurses over the natural number 𝑛

on top of the stack. When 𝑛 = 0, the machine evaluates the zero case ins𝑧 (secd-red-RecZ). When

𝑛 = 𝑛′ + 1, the machine pushes a closure of the inductive case ins𝑠 with the current environment

and the predecessor 𝑛′ on the stack, and continues recursing over 𝑛′. The closure of the inductive
case will eventually be applied to the result of recursing over 𝑛′ (secd-red-RecS). Both cases are

evaluated on a new call frame, which is not an efficient means of evaluation, but is necessary to

prove type safety.

2.3 Typing judgements for Instructions
We now assign dependent types to instructions of the SECD machine, using terms in CCω to model

the stack’s contents abstractly. The typing judgement of instructions (and sequences) has the form

Γ ⊢ ins : 𝜎 → 𝜎 ′
, where 𝜎 is a list of well-typed CCω terms in context Γ, which we refer to as

the abstract stack. The judgement can be read as follows: given an environment of type Γ, the
instruction transforms the initial stack 𝜎 to 𝜎 ′

.

Formally, the typing judgement is only valid when all terms in abstract stacks 𝜎 and 𝜎 ′
are

well-typed, i.e. Γ ⊢ M : A for every𝑀 in 𝜎 and 𝜎 ′
. We make this requirement implicit for simplicity

of presentation. An abstract stack can equivalently be viewed as a substitution. Given a context

Δ we write Γ ⊢ 𝜎 : Δ to mean that 𝜎 is a well-typed substitution from Δ to Γ. Substitution is

well-typed in CCω, i.e. if Γ ⊢ 𝜎 : Δ and Δ ⊢ M : A, then Γ ⊢ M [𝜎] : A[𝜎]. The definitional equality
extends pointwise to abstract stacks, denoted as Γ ⊢ 𝜎 ≡ 𝜎 ′

.

1
Runtime environments do not need to store variable names since the variables are de Bruijn indices.
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SECD

Rule Instruction Env. Stack Frame

R ins env st fr
ins′ env′ st′ fr′

means that ⟨ins, env, st, fr⟩ −→ ⟨ins′, env′, st′, fr′⟩ for rule secd-red-R.
Var var x ; ins env st fr

ins env st :: env(𝑥) fr
St st 𝑛 ; ins env st fr

ins env st :: st(𝑛) fr
Ty ty A ; ins env st fr

ins env st :: A[𝛾] fr
given a proof that env implements a closing substitution 𝛾 .

Pushc pushc ins ; ins′ env st fr
ins′ env st :: ⟨env, ins⟩ fr

App app ; ins env st :: ⟨env′, ins′⟩ :: v fr
ins′ env′ :: v · fr :: ⟨ins, env, st⟩

Clo clo 𝑛 ins ; ins′ env st :: v1, . . . , vn fr
ins′ env st :: ⟨v1 :: . . . :: vn, ins⟩ fr

Pair pair ; ins env st :: v :: v′ fr
ins env st :: ⟨v, v′⟩ fr

Fst fst ; ins env st :: ⟨v, v′⟩ fr
ins env st :: v fr

Snd snd ; ins env st :: ⟨v, v′⟩ fr
ins env st :: v′ fr

Unit unit ; ins env st fr
ins env st :: ⟨⟩ fr

Lit lit 𝑛 ; ins env st fr
ins env st :: 𝑛 fr

Suc suc ; ins env st :: 𝑛 fr
ins env st :: (𝑛 + 1) fr

RecZ rec P ins𝑧 ins𝑠 ; ins env st :: 0 fr
ins𝑧 env · fr :: ⟨ins, env, st⟩

RecS rec P ins𝑧 ins𝑠 ; ins env st :: (𝑛 + 1) fr
rec P ins𝑧 ins𝑠 ; app ; ret env ⟨env :: n, inss⟩ :: 𝑛 fr :: ⟨ins, env, st⟩

Ret ret env st :: v fr :: ⟨ins′, env′, st′⟩
ins′ env′ st′ :: v fr

Fig. 4. Operational semantics of dependent SECD

The typing rules model the computation in the style of an abstract interpretation, keeping track

of the contents on the stack. For example, var x copies the variable 𝑥 from the context Γ to the

stack 𝜎 (secd-ty-Var), and ty A pushes the CCω type 𝐴 on the stack (secd-ty-Ty).
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SECD
secd-ty-Var

⊢ Γ x : A ∈ Γ

Γ ⊢ var x : 𝜎 → 𝜎 :: x

secd-ty-Ty

Γ ⊢ A : U

Γ ⊢ ty A : 𝜎 → 𝜎 :: A

Instruction pushc ins pushes a function 𝜆x :A.M on the stack, where ins returns𝑀 in the current

context extended with input 𝑥 : 𝐴 (secd-ty-Pushc). Similarly, clo 𝑛 ins takes 𝑛 terms from the

stack as a well-typed substitution Γ ⊢ 𝛿 : Δ and pushes a function (𝜆x :A. M) [𝛿] on the stack

(secd-ty-Clo). Application is simple from the typing perspective: it transforms the stack from

𝜎 :: 𝑀 :: 𝑁 to 𝜎 :: 𝑀 𝑁 (secd-ty-App). The return instruction requires the stack to be non-empty

and takes the top item as the return value (secd-ty-Ret).

SECD

secd-ty-Pushc

Γ, x :A ⊢ ins : · → 𝜎 ′
:: M

Γ ⊢ pushc ins : 𝜎 → 𝜎 :: 𝜆x :A.M

secd-ty-Clo

Γ ⊢ 𝛿 : Δ |∆| = 𝑛 Δ, x :A ⊢ ins : · → 𝜎 ′
:: M

Γ ⊢ clo 𝑛 ins : 𝜎 :: 𝛿 → 𝜎 :: (𝜆x :A.M) [𝛿]

secd-ty-App

Γ ⊢ M : Πx :A.B Γ ⊢ N : A

Γ ⊢ app : 𝜎 :: M :: N → 𝜎 :: M N

secd-ty-Ret

Γ ⊢ M : A

Γ ⊢ ret : 𝜎 :: M → 𝜎 :: M

Typing for the recursor instruction rec P ins𝑧 ins𝑠 appears complicated but is conceptually

simple: given a predicate over natural numbers 𝑃 , a base case ins𝑧 that produces𝑀 , an inductive

case ins𝑠 that produces𝑀 ′
(in the current context extended with the predecessor 𝑥 and the induction

hypothesis 𝑝), the instruction recurses over the natural number term 𝑁 on top of the stack and the

result is recP (M, (x, p).M′,N ) (secd-ty-Rec).

SECD
secd-ty-Rec

Γ, x :Nat ⊢ P : U Γ ⊢ N : Nat

Γ ⊢ ins𝑧 : · → 𝜎 ′
:: M Γ ⊢ M : P [zero/x]

Γ, x :Nat, p :P ⊢ ins𝑠 : · → 𝜎 ′′
:: M′ Γ, x :Nat, p :P ⊢ M′

: P [suc x/x]
Γ ⊢ rec P ins𝑧 ins𝑠 : 𝜎 :: N → 𝜎 :: recP (M, (x, p).M′,N )

Below shows the remaining typing rules, with straightforward rules for pairs, stack access, etc.,

and the conversion rule for equivalent abstract stacks (secd-ty-Eqiv).
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SECD
secd-ty-Pair

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ pair : 𝜎 :: M :: N → 𝜎 :: ⟨M,N ⟩

secd-ty-Fst

Γ ⊢ M : Σx :A.B

Γ ⊢ fst : 𝜎 :: M → 𝜎 :: fst M

secd-ty-Snd

Γ ⊢ M : Σx :A.B

Γ ⊢ snd : 𝜎 :: M → 𝜎 :: snd M

secd-ty-Unit

⊢ Γ

Γ ⊢ unit : 𝜎 → 𝜎 :: ⟨⟩

secd-ty-Lit

⊢ Γ

Γ ⊢ lit 𝑛 : 𝜎 → 𝜎 :: n

secd-ty-St

⊢ Γ 𝑛 < |𝜎 | 𝜎 (𝑛) =M

Γ ⊢ st 𝑛 : 𝜎 → 𝜎 :: M

secd-ty-Seq

Γ ⊢ I : 𝜎 → 𝜎 ′

Γ ⊢ ins : 𝜎 ′ → 𝜎 ′′

Γ ⊢ I ; ins : 𝜎 → 𝜎 ′′

secd-ty-Eqiv

Γ ⊢ 𝜎1 ≡ 𝜎 ′
1

Γ ⊢ 𝜎2 ≡ 𝜎 ′
2

Γ ⊢ ins : 𝜎1 → 𝜎2

Γ ⊢ ins : 𝜎 ′
1
→ 𝜎 ′

2

2.4 Machine Well-Formedness
Intuitively, a configuration ⟨ins, env, st, fr⟩ is well-formed if the instruction is well-typed and the

other runtime components are compatible with the instruction’s typing and with each other, so

that the configuration can correctly step to the next state. We capture the notion of machine

well-formedness with the following typing rules for values, environment, stack, and call frames:

(1) v ⊨ M : A The runtime value v implements a closed CCω term𝑀 of type 𝐴.

(2) env ⊨ 𝛾 : Γ The environment env implements a closing substitution · ⊢ 𝛾 : Γ for context Γ.

(3) (env :𝛾 Γ) ⊢ st ⊨ 𝜎 The stack st implements the abstract stack 𝜎 , given some env that

implements · ⊢ 𝛾 : Γ.

(4) (env :𝛾 Γ) ⊢ fr : [M : A] The stack of call frames fr is well-formed, and its top frame expects

its callee to return a value compatible to𝑀 (of type 𝐴) under the top frame’s environment

(env :𝛾 Γ).

We use these typing judgements to relate the open, abstract terms at compile time to the closed, con-

crete terms at runtime. These judgements also admit conversion rules for definitionally equivalent

CCω terms (similar to secd-ty-Eqiv), but we omit them here for brevity.

Environment and values. The judgements for runtime values v ⊨ M : A and for environments

env ⊨ 𝛾 : Γ are defined mutual-inductively. Natural numbers, the unit value, and closed types

implement themselves. A closure ⟨env, ins⟩ implements (𝜆x :A.M) [𝛾] if the instruction produces

Γ, x :A ⊢ M : B and the environment implements Γ as 𝛾 (secd-val-Clo). If v implements𝑀 and v′

implements 𝑁 , then the pair ⟨v, v′⟩ implements ⟨M,N ⟩ (secd-val-Pair). An empty environment

implements the empty substitution 𝜖 . If env ⊨ 𝛾 : Γ and v implements a closed term 𝑀 of type

𝐴[𝛾], then env :: v implements the extended context Γ, 𝑥 : 𝐴 with an extended substitution 𝛾,𝑀/𝑥
(secd-env-Cons).

Runtime stack. The judgement for runtime stacks (env :𝛾 Γ) ⊢ st ⊨ 𝜎 states that, given some env
that implements Γ as 𝛾 , st implements the abstract stack 𝜎 . We check if (env :𝛾 Γ) is well-typed
at the base case. Given st that implements 𝜎 , st :: v implements 𝜎 :: 𝑀 (where Γ ⊢ M : A) if the
value v implements some closed term𝑀 ′

that is equivalent to𝑀 [𝛾], i.e. the term𝑀 closed by the

environment (secd-st-Cons).
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SECD
secd-val-Clo

Γ, x :A ⊢ M : B env ⊨ 𝛾 : Γ
Γ, x :A ⊢ ins : · → 𝜎 :: M

⟨env, ins⟩ ⊨ (𝜆x :A.M) [𝛾] : (Πx :A.B) [𝛾]

secd-val-Pair

x :A ⊢ B : U
v ⊨ M : A v′ ⊨ N : B[M/x]
⟨v, v′⟩ ⊨ ⟨M,N ⟩ : Σx :A.B

secd-env-Cons

Γ ⊢ A : U
env ⊨ 𝛾 : Γ v ⊨ M : A[𝛾]
env :: v ⊨ 𝛾,M/x : Γ, x :A

secd-st-Cons

(env :𝛾 Γ) ⊢ st ⊨ 𝜎 v ⊨ M′
: A[𝛾]

Γ ⊢ M : A ⊢ M [𝛾] ≡ M′
: A[𝛾]

(env :𝛾 Γ) ⊢ st :: v ⊨ 𝜎 :: M

Call frames. Having a well-typed runtime environment and stack ensures that the instructions

can correctly manipulate values within the current call frame. Things become more complex when

we need to transport values between different frames upon function calls and returns.

Recall that in rule secd-red-Ret, the return value v is moved directly from the callee frame with

environment (env :𝛾 Γ) to the caller frame with environment (env′ :𝛾 ′ Γ′). From the perspective

of instruction typing, we are treating two different CCω terms as the same: the caller’s expected

result Γ′ ⊢ M′
: A′

, and callee’s produced result Γ ⊢ M : A. We must ensure that the concrete

value v implements both 𝑀 and 𝑀 ′
with respect to their corresponding runtime environments,

i.e. establish that v ⊨ 𝑁 for some 𝑁 ≡ 𝑀 [𝛾] ≡ 𝑀 ′ [𝛾 ′].

SECD
secd-fr-Cons

Γ ⊢ ins : 𝜎 :: M → 𝜎 ′
:: N Γ ⊢ M : A Γ ⊢ N : B

env ⊨ 𝛾 : Γ (env :𝛾 Γ) ⊢ st ⊨ 𝜎 (env′ :𝛾 ′ Γ′) ⊢ fr : [N ′
: B′]

⊢ B[𝛾] ≡ B′ [𝛾 ′] : U ⊢ N [𝛾] ≡ N ′ [𝛾 ′] : B[𝛾]
(env :𝛾 Γ) ⊢ fr :: ⟨ins, env, st⟩ : [M : A]

The typing judgement (env :𝛾 Γ) ⊢ fr : [M : A] is defined exactly for this purpose. It states that

the top frame of fr has (env :𝛾 Γ) as the environment and it expects a term Γ ⊢ M : A as return. The

empty frame stack accepts any return value. To push a new frame ⟨ins, env, st⟩ on fr, the following
conditions are necessary: ins is well-typed and it will produce a term Γ ⊢ N : B for its caller; the

runtime environment and stack are well-typed and compatible with ins; fr is well-formed and its

top frame has environment (env′ :𝛾 ′ Γ′) and expects a return value Γ′ ⊢ N ′
: B′; the two return

values and their types are compatible with respect to their own environments, i.e. 𝐵 [𝛾] ≡ 𝐵′ [𝛾 ′]
and 𝑁 [𝛾] ≡ 𝑁 ′ [𝛾 ′]. Finally, the judgement records the new frame’s environment (env :𝛾 Γ) and its

expected return [𝑀 : 𝐴] (secd-fr-Cons).

Configuration well-formedness. Informally, a configuration is well-formed if the instruction

sequence is well-typed, and the runtime environment, stack, and call frames are compatible with

the instructions and with each other. In particular, conditions (5) and (6) state that the current

frame’s instruction sequence should return a term that is compatible with the expected return of

the previous call frame, as we discussed in secd-fr-Cons.

Definition 2.6 (Configuration well-formedness). A configuration ⟨ins, env, st, fr⟩ is well-
formed, denoted as ⊢ ⟨ins, env, st, fr⟩, if the following conditions hold:

(1) Γ ⊢ ins : 𝜎 → 𝜎 ′
:: M for some Γ, 𝜎 , 𝜎 ′, and𝑀 , with Γ ⊢ M : A for some 𝐴.

(2) env ⊨ 𝛾 : Γ for some 𝛾 .
(3) (env :𝛾 Γ) ⊢ st ⊨ 𝜎 .
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(4) (env′ :𝛾 ′ Γ′) ⊢ fr : [M′
: A′], for some env′, 𝛾 ′, Γ′,𝑀 ′, and 𝐴′.

(5) ⊢ A[𝛾] ≡ A′ [𝛾 ′] : U.
(6) ⊢ M [𝛾] ≡ M′ [𝛾 ′] : A[𝛾].

Structural properties of the judgements. We finally state two important structural properties of

the typing judgements of dependent SECD machine. First, the parameters of the judgements are

well-formed (Lemma 2.7). Second, well-typed runtime values have canonical forms (Lemma 2.8).

For example, a value of type 𝑁𝑎𝑡 must be a natural number, a value of type Πx :A. B must be a

closure, etc. Proving the canonicity of values requires non-confusion of type formers (Lemma 2.3)

in the specification language, for example, if v ⊨ M : Πx :A.B, then the judgement must be derived

from secd-val-Clo since Π-types do not confuse with other types, therefore, v must be a closure.

We write A ≡𝑛𝑓 A′
for 𝐴′

being the normal form of the closed type 𝐴 as a convention.

Lemma 2.7 (Well-formedness of typing judgements). The parameters of the judgements are
well-formed in the following sense:

• If Γ ⊢ ins : 𝜎 → 𝜎 ′, then ⊢ Γ and every term in (𝜎, 𝜎 ′) is well-typed under Γ.
• If env ⊨ 𝛾 : Γ, then · ⊢ 𝛾 : Γ and |env| = |Γ |.
• If v ⊨ M : A, then ⊢ M : A.
• If (env :𝛾 Γ) ⊢ st ⊨ 𝜎 , then env ⊨ 𝛾 : Γ, |st| = |𝜎 |, and every term in 𝜎 is well-typed under Γ.
• If (env :𝛾 Γ) ⊢ fr : [M : A], then env ⊨ 𝛾 : Γ and Γ ⊢ M : A.

Lemma 2.8 (Canonicity of values). If v ⊨ M : A, then
• If A ≡𝑛𝑓 𝑈𝑖 , then v = A′ (v is a type).
• If A ≡𝑛𝑓 Nat, then v = 𝑛 for some natural number 𝑛.
• If A ≡𝑛𝑓 Unit, then v = ⟨⟩.
• If A ≡𝑛𝑓 Πx :A′ .B′, then v = ⟨env, ins⟩ for some env, ins.
• If A ≡𝑛𝑓 Σx :A′ .B′, then v = ⟨v1, v2⟩ for some v1, v2.

2.5 Type Safety and Partial Correctness
The dependent SECDmachine has type safety by progress and preservation: a well-formed machine

either halts or transitions to the next state, and well-formed machines transition to well-formed

next states. A machine configuration halts if it eventually evaluates to a final state where the

instruction is ret, the stack of call frames is empty, and there is a value on top of the stack as the

final result.

Definition 2.9 (Halt). ⟨ins, env, st, fr⟩ halts with result v, denoted as ⟨ins, env, st, fr⟩ ⇓ v, if
⟨ins, env, st, fr⟩ −→∗ ⟨ret, env′, st′ :: v, ·⟩.
⟨ins, env, st, fr⟩ halts, denoted as ⟨ins, env, st, fr⟩ ⇓, if there exists v such that ⟨ins, env, st, fr⟩ ⇓ v.

We prove type safety by induction on the instruction sequence ins, and the proof requires canon-
icity of values, injectivity of type formers, and structural properties of the runtime environments

and stacks (e.g. values found on well-formed environments are well-typed).

We state a few useful lemmas of the dependent SECD machine, all of which can be proved easily

by induction. Lemma 2.10 and Lemma 2.11 state that we obtain well-typed values from well-formed

environments and stacks. In particular, given an environment (env :𝛾 Γ), the value at position 𝑥 of

the environment implements 𝑥 [𝛾]; given a stack st ⊨ 𝜎 under this environment, and the value at

position 𝑛 of the stack implements𝑀 [𝛾], where𝑀 is the 𝑛-th term of the abstract stack 𝜎 .
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Lemma 2.10 (Environment access). If env ⊨ 𝛾 : Γ and Γ ⊢ x : A, then there exists v such that
env(𝑥) = v and v ⊨ x [𝛾] : A[𝛾].

Lemma 2.11 (Stack access). If (env :𝛾 Γ) ⊢ st ⊨ 𝜎 and 𝑛 < |st|, then there exists v such that
st(𝑛) = v and v ⊨ M [𝛾] : A[𝛾], where𝑀 = 𝜎 (𝑛) and Γ ⊢ M : A.

Syntactically, stacks and environments are both lists of runtime values. Lemma 2.12 states that

if a stack implements an abstract stack 𝜎 under (env :𝛾 Γ) and 𝜎 can be viewed as a substitution,

then the stack can be viewed as a environment that implements the composed substitution 𝜎 ◦ 𝛾 .
We can also split a well-typed stack into two (Lemma 2.13).

Lemma 2.12 (Stack as environment). If (env :𝛾 Γ) ⊢ st ⊨ 𝜎 and Γ ⊢ 𝜎 : Δ, then st ⊨ 𝜎 ◦ 𝛾 : ∆.

Lemma 2.13 (Stack split). If (env :𝛾 Γ) ⊢ (st′ :: st) ⊨ (𝜎 :: 𝛿) and |st| = |𝛿 |, then (env :𝛾 Γ) ⊢ st ⊨
𝛿 and (env :𝛾 Γ) ⊢ st′ ⊨ 𝜎 .

2.5.1 Progress.

Theorem 2.14 (Progress). If ⊢ ⟨ins, env, st, fr⟩, then either ⟨ins, env, st, fr⟩ −→ ⟨ins′, env′, st′, fr′⟩
or ⟨ins, env, st, fr⟩ halts.

Proof. By induction on the instruction sequence ins. We first consider the cases that ins = I; ins,
which can be grouped as follows:

(1) The machine steps unconditionally: I = ty, pushc, unit, lit.

(2) The machine steps if a value could be found from the environment or the stack: I = var, st.

(3) The machine steps if there are enough values on top of the stack: I = clo, pair.

(4) The machine steps if there are enough values of a certain shape on top of the stack: I =
app, fst, snd, suc, recZ, recS.

Case (1) is trivial. Case (2) is implied by the environment and stack access lemmas. Case (3) is

proved by well-formedness of judgements (Lemma 2.7), which guarantees that enough values exist

on the stack. Case (4) requires both Lemma 2.7 and canonicity of values (Lemma 2.8) to show that

the stack has enough values of the desired shape on the top.

We sketch the proofs for clo and app. Other cases follow similarly.

Case clo. By assumption, Γ ⊢ clo 𝑛 ins : 𝜎 :: 𝛿 → 𝜎 :: (𝜆x :A.M) [𝛿] with |𝛿 | = 𝑛. Since

the current stack st implements the abstract stack 𝜎 :: 𝛿 , by Lemma 2.7, their size must

be equal, and st could be split into st = st′ :: st′′ with |st′′ | = 𝑛, and the machine steps by

secd-red-Clo.

Case app. By assumption, Γ ⊢ app : 𝜎 :: M :: N → 𝜎 :: M N with Γ ⊢ M : Πx :A. B and

Γ ⊢ N : A, and (env :𝛾 Γ) ⊢ st ⊨ (𝜎 :: M :: N ). So, the current stack must be in the form

of st = st :: v :: v′ with v ⊨ M′
: (Πx :A. B) [𝛾] and v′ ⊨ N ′

: A[𝛾]. Since (Πx :A. B) [𝛾] =

Πx : (A[𝛾]).B[𝛾], we know that v is a value of the function type. By Lemma 2.8, v = ⟨env, ins′⟩
and the machine could step by secd-red-App.

The final case is that ins = ret.

Case ret. By assumption, Γ ⊢ ret : 𝜎 :: M → 𝜎 :: M . By Lemma 2.7, the current stack must

in the shape of st = st :: v, i.e. there is a return value ready on the stack. If the call-frame

stack is empty, then the machine halts. Otherwise, the machine restores from the top call

frame and steps by secd-red-Ret.

□
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2.5.2 Preservation.

Theorem 2.15 (Preservation). If ⊢ ⟨ins, env, st, fr⟩ and ⟨ins, env, st, fr⟩ −→ ⟨ins′, env′, st′, fr′⟩,
then ⊢ ⟨ins′, env′, st′, fr′⟩.

Proof. By induction on the instruction sequence ins. We first consider the cases that ins = I; ins,
which can be grouped as follows:

(1) The instruction pushes a value on the stack: I = var, st, ty, pushc, unit, lit.

(2) The instruction modifies part of the stack: I = clo, pair, fst, snd, suc.

(3) The function application: I = app.

(4) The recursor: I = rec, with two sub-cases secd-red-RecZ and secd-red-RecS.

Case (1) requires the value pushed to be well-typed, which is straightforward by assumption using

the environment/stack access lemmas or the typing judgements for values. Case (2) is proved

similarly, showing that the modified stack contains well-typed values by assumption. Cases (3) and

(4) involves allocating a new call frame, which requires showing that the new frame is compatible

with the previous one.

We give detailed proofs for the cases of var, clo, app, and the successor case for rec (one from

each group). Other cases follow similarly.

Case var. By assumption, Γ ⊢ var x : 𝜎 → 𝜎 :: x with Γ ⊢ x : A. The machine steps by

secd-red-Var, pushing a value v = env(𝑥) on the stack. The new configuration is well-

formed if we can show that (env :𝛾 Γ) ⊢ (st :: v) ⊨ (𝜎 :: x). We have (env :𝛾 Γ) ⊢ st ⊨ 𝜎 by

assumption, and v ⊨ x [𝛾] : A[𝛾] by Lemma 2.10. So, we have the goal by secd-st-Cons.

Case clo. By assumption, Γ ⊢ clo 𝑛 ins : 𝜎 :: 𝛿 → 𝜎 :: (𝜆x :A.M) [𝛿] with Γ ⊢ 𝛿 : Δ, |∆| = 𝑛,

and Δ, x :A ⊢ ins : · → 𝜎 ′
:: M . The machine steps by secd-red-Clo, splitting the currennt

stack into st′ :: st and pushing a closure ⟨st, ins⟩ on st′. The new configuration is well-

formed if the new stack implements 𝜎 :: (𝜆x :A.M) [𝛿]. Since the current stack implements

𝜎 :: 𝛿 and |∆| = |st| = 𝑛, by Lemma 2.13, we have (env :𝛾 Γ) ⊢ st′ ⊨ 𝜎 and (env :𝛾 Γ) ⊢
st ⊨ 𝛿 . So, st′ implements 𝜎 . By Lemma 2.12, st ⊨ 𝛿 ◦ 𝛾 : Γ. So, ⟨st, ins⟩ ⊨ (𝜆x :A.M) [𝛿] [𝛾] :
(Πx :A.B) [𝛿] [𝛾] by secd-val-Clo, and the new stack is well-formed by secd-st-Cons.

Case app. The current stack has a closure ⟨env′, ins′⟩ and a value v on the top. The machine

steps by secd-red-App:

⟨app ; ins, env, st :: ⟨env′, ins′⟩ :: v, fr⟩ −→ ⟨ins′, env′ :: v, ·, fr :: ⟨ins, env, st⟩⟩

where Γ ⊢ app : 𝜎 :: M :: N → 𝜎 :: M N with Γ ⊢ M : Πx :A.B and Γ ⊢ M : A.
We start by fully elaborating the type information we have from the assumptions. We know

that the initial stack st :: ⟨env′, ins′⟩ :: v implements 𝜎 :: M :: N . By secd-st-Cons, we must

have ⟨env′, ins′⟩ ⊨ (𝜆x :A′ .N ′) [𝛿] : (Πx :A′ . B′) [𝛿] with Δ, x :A′ ⊢ ins′ : · → 𝜎 ′′
:: N ′

and

env′ ⊨ 𝛿 : Δ such that (Πx :A. B) [𝛾] ≡ (Πx :A′ . B′) [𝛿] and M [𝛾] ≡ (𝜆x :A′ . N ′) [𝛿]. By
Lemma 2.2, A[𝛾] ≡ A′ [𝛿] and x :A ⊢ B[𝛾] ≡ B′ [𝛿] : U . We also know that v ⊨ N [𝛾] : A[𝛾].
There are six sub-goals to show that the new state is well-formed, according to Definition 2.6:

(1) The new instruction ins′ is well-typed. Indeed, we have Δ, x :A ⊢ ins′ : · → 𝜎 ′′
:: N ′

.

(2) The environment env′ :: v implements the instruction’s context Δ, x :A. We already

have env′ ⊨ 𝛿 : Δ. Since v ⊨ N [𝛾] : A[𝛾] and A[𝛾] ≡ A′ [𝛿], we have v ⊨ N [𝛾] : A′ [𝛿],
and env′ :: v ⊨ (𝛿,N [𝛾]/x) : (Δ, x :A) by secd-env-Cons.

(3) The empty stack implements an empty stack, trivial.

(4) The extended frame is well-formed. We can easily show this by da-frame-Cons (every

premise follows straightforwardly from assumption).
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(5) The return type of ins′ matches with the expected return type of ins, i.e. (B[N/x]) [𝛾] ≡
B′ [𝛿,N [𝛾]/x]. Indeed, (B[N/x]) [𝛾] ≡ B[𝛾,N [𝛾]/x] ≡ B′ [𝛿,N [𝛾]/x] since x :A ⊢
B[𝛾] ≡ B′ [𝛿] : U .

(6) The return value of ins′ matches with the expected return value of ins, i.e. (M N ) [𝛾] ≡
N ′ [𝛿,N [𝛾]/x]. Since M [𝛾] ≡ (𝜆x :A′ .N ′) [𝛿], we have (M N ) [𝛾] ≡ (M [𝛾]) (N [𝛾]) ≡
((𝜆x :A′ .N ′) [𝛿]) (N [𝛾]) ≡ N ′ [𝛿,N [𝛾]/x].

Now we can conclude that the new state is well-formed.

Case rec. If the machine steps by secd-red-RecS:

⟨rec P ins𝑧 ins𝑠 ; ins, env, st :: n, fr⟩ −→
⟨rec P ins𝑧 ins𝑠 ; app ; ret, env, · :: ⟨env :: n′, inss⟩ :: n′, fr :: ⟨ins, env, st⟩⟩

where 𝑛 = 𝑛′ + 1, Γ ⊢ ins𝑧 : · → 𝜎1 :: M , Γ, x :Nat, p :P ⊢ ins𝑠 : · → 𝜎2 :: M′
, Γ ⊢ N : Nat,

and Γ ⊢ ins : 𝜎 :: recP (M, (x, p).M′,N ) → 𝜎 ′
:: N ′

. We also know that 𝑛 ⊨ N [𝛾] : Nat from
assumption, which implies that 𝑛 ≡ 𝑁 [𝛾].
Similar to the application case, we have six sub-goals to verify.

(1) The new instruction is well-typed. Indeed, we can derive that

Γ ⊢ rec P ins𝑧 ins𝑠 ; app ; ret : · :: (𝜆p :P .M′) [n′/x] :: n′ → · :: M′ [n′/x, L/p]
where 𝐿 = recP (M, (x, p′).M, 𝑛′) by secd-ty-Rec, secd-ty-App, and finally secd-ty-

Ret.

(2) The environment env implements Γ, trivial by assumption.

(3) The stack implements (𝜆p :P .M′) [𝑛′/x] :: 𝑛′. Indeed, ⟨env :: n′, ins𝑠⟩ ⊨ (𝜆p :P .M′) [𝑛′/x] [𝛾]
since ⟨env :: n′, ins𝑠⟩ ⊨ (𝜆p :P .M′) [𝛾, 𝑛′/x] (by secd-val-Clo) and (𝜆p :P .M′) [𝛾, 𝑛′/x] ≡
(𝜆p :P .M′) [𝑛′/x] [𝛾].

(4) The extended frame is well-formed. We can easily show this by da-frame-Cons (every

premise follows straightforwardly from assumption). Also, 𝑛′ implements 𝑛′.
(5) The return type of inss matcheswith the expected input type of insmatch, i.e. (P [N/x]) [𝛾] ≡

(P [suc 𝑛′/x]) [𝛾]. Since𝑛 ≡ 𝑁 [𝛾] and𝑛 = 𝑛′+1, we have (P [N/x]) [𝛾] ≡ P [𝛾,N [𝛾]/x] ≡
P [𝛾, suc 𝑛′/x] ≡ (P [suc 𝑛′/x]) [𝛾].

(6) The return value of inss matches with the expected input value of ins match,

i.e. (recP (M, (x, p).M′,N )) [𝛾] ≡ (M′ [𝑛′/x, recP (M, (x, p′).M, 𝑛′)/p]) [𝛾]. Using a simi-

lar reasoning to (5), we have

(recP (M, (x, p).M′,N )) [𝛾]
≡ rec(P [𝛾 ] ) ((M [𝛾]), (x, p).(M′ [𝛾]), (N [𝛾]))
≡ rec(P [𝛾 ] ) ((M [𝛾]), (x, p).(M′ [𝛾]), (suc 𝑛′))
≡ M′ [𝛾, 𝑛′/x, rec(P [𝛾 ] ) ((M [𝛾]), (x, p).(M′ [𝛾]), 𝑛′)/p]
≡ (M′ [𝑛′/x, recP (M, (x, p′).M, 𝑛′)/p]) [𝛾] .

Now we can conclude that the new state is well-formed.

The final case is that ins = ret.

Case ret. The machine steps by secd-red-Ret:

⟨ret, env, st :: v, fr :: ⟨ins′, env′, st′⟩⟩ −→ ⟨ins′, env′, st′ :: v, fr⟩.
By assumption, Γ ⊢ ret : 𝜎 :: M → 𝜎 :: M for some Γ ⊢ M : A. The top call frame is well

typed, so we have Γ′ ⊢ ins′ : 𝜎 ′
:: M′ → 𝜎 ′′

:: N ′
for some Γ′ ⊢ M′

: A′
, env′ ⊨ 𝛾 ′ : Γ′,

and st′ implements 𝜎 ′
. Since the machine is well-formed, we know that A[𝛾] ≡ A′ [𝛾 ′] and

M [𝛾] ≡ M′ [𝛾 ′]. The new configuration is well-typed if the return value v implements𝑀 ′
,
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in other words, we need to show that v ⊨ N : A[𝛾] where N ≡ M′ [𝛾 ′]. Indeed, since the
current stack is well-typed, we have v ⊨ N : A[𝛾] with N ≡ M [𝛾] ≡ M′ [𝛾 ′].

□

2.5.3 Type safety and partial correctness. We obtain type safety from progress and preservation: a

well-formed dependent SECD configuration never evaluates to an illegal state; it either halts or

keeps evaluating forever.

Corollary 2.16 (Type safety). If ⊢ ⟨ins, env, st, fr⟩, then it never reduces to a configuration that
is irreducible and not at halt.

Let us examine a well-formed configuration ⟨ret, env, st :: v, ·⟩ at halt. The type of the return
is Γ ⊢ ret : 𝜎 :: M → 𝜎 :: M , the environment implements some closing substitution 𝛾 , the stack

of call frames is empty, and the stack has a return value v at the top. Our typing scheme gives an

extremely precise description for the return value v: it must be a value that implements𝑀 [𝛾], the
abstract final result specified by the typing judgement concretized by the runtime environment. By

type safety, if a well-formed configuration halts, the halting state is also well-formed. It implies

that the dependent SECD machine has a partial correctness property: if an instruction sequence is

well-typed and executing it with compatible environment and stack halts, then it always produces

the correct value according to its type specification.

Corollary 2.17 (Partial correctness). If Γ ⊢ ins : 𝜎 → 𝜎 ′
:: M with Γ ⊢ M : A, env ⊨ 𝛾 : Γ,

(env :𝛾 Γ) ⊢ st ⊨ 𝜎 , and ⟨ins, env, st, ·⟩ ⇓ v, then v ⊨ M [𝛾] : A[𝛾].

2.6 Termination and Total Correctness
In this section, we prove the final key property of the SECD machine: well-formed machines

always halt. Combining partial correctness with termination yields total correctness: a well-formed

machine always terminates and produces the value specified by its type. We first define a logical

relation 𝐻 (𝐴) for halting runtime values of type 𝐴 (Definition 2.19) and show that a well-formed

configuration always terminates at its current frame (Lemma 2.25) by proving a fundamental lemma

for the logical relation (Lemma 2.23). Termination then follows from an induction over the size of

the call frame stack (Theorem 2.26).

Definition 2.18 (Halt at current frame). ⟨ins, env, st, fr⟩ halts at its current frame with return
value v, denoted as ⟨ins, env, st, fr⟩ ↓ v, if ⟨ins, env, st, fr⟩ −→∗ ⟨ret, env, st′ :: v, fr⟩ and the reduction
sequence never returns beyond fr.

⟨ins, env, st, fr⟩ halts at its current frame, denoted as ⟨ins, env, st, fr⟩ ↓, if there exists v such that
⟨ins, env, st, fr⟩ ↓ v.

The halting relation 𝐻 (𝐴) is a family of subsets of SECD machine values indexed over closed

types of CCω. We define 𝐻 (𝐴) recursively over the derivation of ⊩ A, the judgement for 𝐴 being

a closed type with a normal form, inspired by Abel et al. [2018]. The normal form of 𝐴 must be

one of the following: the natural number type, the unit type, a universe, a Π-type, or a Σ-type. For
the first three cases, ⊩ A holds without further requirement. If the normal form of 𝐴 is Πx :A′ .B′,
then ⊩ A holds if ⊩ A′

and ⊩ B′ [a/x] for all 𝑎 : 𝐴, and similarly for the case of Σ-type. Since CCωis

normalizing, we can derive ⊩ A for every well-typed closed type 𝐴.
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CCω

nf-Nat

A ≡𝑛𝑓 Nat

⊩ A

nf-Pi

A ≡𝑛𝑓 Πx :A′ .B′

⊩ A′ ∀ (a : A′). ⊩ B′ [a/x]
⊩ A

nf-Sigma

A ≡𝑛𝑓 Σx :A′ .B′

⊩ A′ ∀ (a : A′). ⊩ B′ [a/x]
⊩ A

We can now define 𝐻 (𝐴) by recursion on the derivation tree of ⊩ A. The definition is straight-

forward when the normal form of 𝐴 is natural number, the unit type, or a universe.

In the case ofA ≡𝑛𝑓 Σx :A′ .B′ (i.e. ⊩ A by nf-Sigma), v ∈ 𝐻 (𝐴) if v is a well-typed pair ⟨v1, v2⟩ and
its two components are in the relations of the first/second projection. Specifically, if v implements

some closed term𝑀 , then we need v1 ∈ 𝐻 (𝐴′) and v2 ∈ 𝐻 (B′ [fst M/x]) (since 𝐵′
depends on the

first projection of𝑀). Note that 𝐻 (B′ [fst M/x]) is well-defined by recursion on the sub-derivation

∀ (a : A′). ⊩ B′ [a/x] instantiated with 𝑎 = fst M .

When A ≡ Πx :A′ . B′, v ∈ 𝐻 (𝐴) if v is a well-typed closure ⟨env, ins⟩, and for all v′ ∈ 𝐻 (𝐴′)
with v′ ⊨ a : A′

, evaluating the closure’s code in env :: v′ with an empty stack halts at the current

frame and the return value is in 𝐻 (B′ [a/x]). This definition uses the common ‘logical’ condition

for function types: for all values in the relation of the input type, applying the closure to the value

produces a result in the relation of the output type.

Definition 2.19 (The halting relation on values). Let 𝐻 (𝐴) be a subset of SECD-machine
values indexed over closed types of CC𝜔 . We define 𝐻 (𝐴) recursively on the derivation of ⊩ A.

• nf-Nat: A ≡𝑛𝑓 Nat v ∈ 𝐻 (𝐴) iff v = 𝑛.

• nf-Unit: A ≡𝑛𝑓 Unit v ∈ 𝐻 (𝐴) iff v = ⟨⟩.

• nf-Universe: A ≡𝑛𝑓 𝑈𝑖 v ∈ 𝐻 (𝐴) iff v ⊨ A′
: 𝑈𝑖 .

• nf-Pi: A ≡𝑛𝑓 Πx :A′ .B′ v ∈ 𝐻 (𝐴) iff v = ⟨env, ins⟩, v ⊨ M : Πx :A′ . B′, and for all
v′ ∈ 𝐻 (𝐴′) such that v′ ⊨ a : A′, ⟨ins, env :: v′, ·, fr⟩ ↓ v′′ and v′′ ∈ 𝐻 (B′ [a/x]).

• nf-Sigma: A ≡𝑛𝑓 Σx :A′ .B′ v ∈ 𝐻 (𝐴) iff v = ⟨v1, v2⟩, v ⊨ M : Σx :A′ . B′, v1 ∈ 𝐻 (𝐴′),
v2 ∈ 𝐻 (B′ [fst M/x]).

Lemma 2.20 (Well-typed halting values). If v ∈ 𝐻 (𝐴), then v ⊨ M : A for some𝑀 .

The halting relations for well-typed environments env ⊩ℎ 𝛾 : Γ and stacks (env :𝛾 Γ) ⊢ st ⊩ℎ 𝜎

are given in judgemental form, defined recursively on their type derivations. Both judgements

mean that every value in the environment/stack is in the halting relation of their corresponding

types.

Definition 2.21 (The halting relation on environments). Let env ⊩ℎ 𝛾 : Γ be a subset
of well-typed runtime environments env ⊨ 𝛾 : Γ, defined on the typing derivation of env ⊨ 𝛾 : Γ
recursively:

• secd-env-Nil · ⊩ℎ 𝜖 : · always hold.
• secd-env-Cons (env :: v) ⊩ℎ (𝛾,M/x) : (Γ, x :A) if env ⊩ℎ 𝛾 : Γ and v ∈ 𝐻 (𝐴[𝛾]).

Definition 2.22 (The halting relation on stacks). Let (env :𝛾 Γ) ⊢ st ⊩ℎ 𝜎 be a subset
of well-typed runtime stacks (env :𝛾 Γ) ⊢ st ⊨ 𝜎 , defined on the typing derivation of env ⊨ 𝛾 : Γ
recursively:

• secd-st-Nil (env :𝛾 Γ) ⊢ · ⊩ℎ · holds if env ⊨ 𝛾 : Γ.
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• secd-st-Cons (env :𝛾 Γ) ⊢ (st :: v) ⊩ℎ (𝜎 :: M) if (env :𝛾 Γ) ⊢ st ⊩ℎ 𝜎 and v ∈ 𝐻 (𝐴[𝛾])
(where Γ ⊢ M : A).

We are now ready to state and prove the fundamental lemma: given a well-typed instruction ins
and compatible environment env and stack st in halt, then for every frame fr, the configuration
⟨ins, env, st, fr⟩ halts at the current frame with a halting value as the result. Note that halting at the

current frame means that the stack of call frames never goes beyond fr, so we do not require fr to
be well-formed, and preservation of machine well-formedness still holds for reductions that do not

go beyond fr.

Lemma 2.23 (Fundamental lemma). For all (ins, env, st), if Γ ⊢ ins : 𝜎 → 𝜎 ′
:: M with Γ ⊢ M : A,

env ⊩ℎ 𝛾 : Γ, and (env :𝛾 Γ) ⊢ st ⊩ℎ 𝜎 , then ∀fr.⟨ins, env, st, fr⟩ ↓ v and v ∈ 𝐻 (A[𝛾]).

Proof. By induction on the instruction sequence ins. The case ins = ret is trivial. We only have

to consider ins = I; ins, which can be grouped as follows:

(1) Instructions that do not create a new call stack: I = ty, pushc, and so on.

(2) The function application: I = app.

(3) The recursor: I = rec.

For case (1), the machine steps into a next state ⟨ins, env, st′, fr⟩ with some new stack st′. We need

to show that the new stack is still in Halt, then we apply the induction hypothesis. We show case

(2) by definition of the halting relation and case (3) by induction on the natural number 𝑛 on top of

the stack.

We sketch the proofs for pushc, app and rec. Other cases follow similarly.

Case pushc. By assumption, I = pushc ins ; ins′, Γ, x :A ⊢ ins : · → 𝜎 ′′
:: M with Γ, x :A ⊢ M :

B, and Γ ⊢ ins′ : 𝜎 :: 𝜆x :A.M → 𝜎 ′
:: N . Themachine steps from ⟨pushc ins ; ins′, env, st, fr⟩

to ⟨ins′, env, st :: ⟨env, ins⟩, fr⟩. We aim for applying the induction hypothesis on ins′ to
show the proof goal. We already have env ⊩ℎ 𝛾 : Γ and (env :𝛾 Γ) ⊢ st ⊩ℎ 𝜎 from the

assumption, and we need ⟨env, ins⟩ ∈ 𝐻 ((Πx :A. B) [𝛾]) to show that the new stack is in

halt.

We can show ⟨env, ins⟩ ∈ 𝐻 ((Πx :A. B) [𝛾]) with the Π-case of the halting relation since

(Πx :A. B) [𝛾] = Πx : (A[𝛾]). B[𝛾]. The closure is clearly well-typed. Given some v′ ∈
𝐻 (A[𝛾]) such that v ⊨ a : A[𝛾], we need to show that ⟨ins, env :: v, ·, fr⟩ ↓ v′ with v′ ∈
𝐻 (B[a/x]), which follows directly from the I.H. on ins.

Case app. By assumption, I = app ; ins, Γ ⊢ ins : 𝜎 :: M N → 𝜎 ′
:: N ′

with Γ ⊢ M : Πx :A.B
and Γ ⊢ N : A. We also know that ⟨env′, ins′⟩ ⊨ M [𝛾] : (Πx :A.B) [𝛾] and v ⊨ N [𝛾] : A[𝛾].
The proof goal is to show that ⟨app ; ins, env, st :: ⟨env′, ins′⟩ :: v, fr⟩ ↓ v′ for some v′.
First, ⟨app ; ins, env, st :: ⟨env′, ins′⟩ :: v, fr⟩ evaluates to ⟨ins′, env′ :: v, ·, fr :: ⟨ins, env, st⟩⟩
by secd-red-App. By assumption, ⟨env′, ins′⟩ ∈ 𝐻 ((Πx :A.B) [𝛾]) and v ∈ 𝐻 (𝐴[𝛾]), then by

theΠ-case of Definition 2.19, the machine terminates at frame fr :: ⟨ins, env, st⟩ with a return
value v′ ∈ 𝐻 (B[𝛾,N [𝛾]/x]). Next, the machine returns v′ and transits to ⟨ins, env, st :: v′, fr⟩,
which will terminate and produce a halting value by I.H. since v′ is in 𝐻 (B[𝛾,N [𝛾]/x]).

Case rec. By assumption, I = rec P ins𝑧 ins𝑠 ; ins, Γ ⊢ ins : 𝜎 :: recP (M, (x, p).M′,N ) →
𝜎 ′

:: N ′
with Γ ⊢ N : Nat and Γ ⊢ N ′

: A. We first prove the following statement by

induction on 𝑛.

Proposition: For all (𝑛, ins′, env′, st′, fr′), if Γ′ ⊢ ins′ : 𝜎1 :: recP (M, (x, p).M′,N ) → 𝜎2 :: N ′′

with Γ′ ⊢ N ′′
: A, env′ ⊩ℎ 𝛾 ′ : Γ′, (env′ :𝛾 ′ Γ′) ⊢ st1 ⊩ℎ 𝜎1, and 𝑛 ⊨ 𝑁 [𝛾 ′] : 𝑁𝑎𝑡 , if

∀v′ ∈ 𝐻 (P [𝛾 ′, 𝑛/x]).⟨ins′, env′, st′ :: v′, fr′⟩ ↓ v for some v and v ∈ 𝐻 (A[𝛾 ′]), then
⟨rec P ins𝑧 ins𝑠 ; ins′, env′, st′ :: n, fr′⟩ ↓ v for some v and v ∈ 𝐻 (A[𝛾 ′]).
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Fix some ins′, env′, st′, fr′ with the desired property. When 𝑛 = 0, we have

⟨rec P ins𝑧 ins𝑠 ; ins′, env′, st′ :: 0, fr′⟩
−→ ⟨ins𝑧, env′, ·, fr′ :: ⟨ins′, env′, st′⟩⟩ by secd-red-RecZ

−→∗ ⟨ret, env′, st′′ :: v, fr′ :: ⟨ins′, env′, st′⟩⟩ by I.H. on insz with v ∈ 𝐻 (P [𝛾, 0/x])
−→ ⟨ins′, env′, st′ :: v, fr′⟩ by secd-red-Ret,

whichwill halt at the current framewith a halting value by assumption, since v ∈ 𝐻 (P [𝛾, 0/x]).
When 𝑛 = 𝑛′ + 1, we have ⟨rec P ins𝑧 ins𝑠 ; ins′, env′, st′ :: n, fr′⟩
−→ ⟨rec P ins𝑧 ins𝑠 ; app ; ret, env′, · :: ⟨env :: n′, inss⟩ :: n′, fr′ :: ⟨ins′, env′, st′⟩⟩, which
halts at current frame with a halting value by I.H. of the proposition on 𝑛. We can apply I.H.

because ⟨app ; ret, env, · :: ⟨env :: n′, inss⟩ :: v′, fr′ :: ⟨ins′, env′, st′⟩⟩ ↓ v with v in halt for

all v′ ∈ 𝐻 (P [𝛾, 𝑛/x]). This is true via an argument similar to the proof of the app case: we

show that ⟨env :: n′, ins𝑠⟩ ∈ 𝐻 (Πp : (P [𝛾, 𝑛/x]). P [𝛾, (suc 𝑛)/x]) by I.H. on ins𝑠 , then, we
derive that applying the halting closure with a halting value will halt at the current frame

with a halting result.

Now, by I.H. on ins,∀v′ ∈ 𝐻 (P [𝛾, 𝑛/x]).⟨ins, env, st :: v′, fr⟩ ↓ v and v ∈ 𝐻 (A[𝛾]). Therefore,
we can initialize the proposition with (𝑛, ins, env, st, fr) and conclude that

⟨rec P ins𝑧 ins𝑠 ; ins, env, st :: n, fr⟩ ↓ v with v ∈ 𝐻 (A[𝛾]).
□

The fundamental lemma is proved by an induction on ins. From the fundamental lemma, we

can immediately show that well-typed values, environments, and stacks are in their respective

halting relations by induction, where the fundamental lemma is used in the closure case of values

(Lemma 2.24). Then, given ⊢ ⟨ins, env, st, fr⟩, since the environment and the stack are well-typed,

they are in the halting relation and we have ⟨ins, env, st, fr⟩ ↓ v (Lemma 2.25). In other words, all

well-formed machines halt at the current frame with the result in the halting relation. We finally

prove that well-formed machines eventually halt by an induction on the size of the call frame stack

(Theorem 2.26).

Lemma 2.24 (Well-typed values halt). Well-typed values, environments, and stacks are in their
respective halting relations.

• If v ⊨ a : A, then v ∈ 𝐻 (𝐴).
• If env ⊨ 𝛾 : Γ, then env ⊩ℎ 𝛾 : Γ.
• If (env :𝛾 Γ) ⊢ st ⊨ 𝜎 , then (env :𝛾 Γ) ⊢ st ⊩ℎ 𝜎 .

Lemma 2.25 (Termination at current frame). If ⊢ ⟨ins, env, st, fr⟩, then ⟨ins, env, st, fr⟩ ↓ v
and v ∈ 𝐻 (𝐴) where v ⊨ M : A.

Theorem 2.26 (Termination). If ⊢ ⟨ins, env, st, fr⟩, then ⟨ins, env, st, fr⟩ ⇓ v for some v.

Proof. By induction on fr. If there is no call frame, then ⟨ins, env, st, ·⟩ ↓ v by Lemma 2.25, and

therefore ⟨ins, env, st, ·⟩ ⇓ v by definition. If fr = fr :: ⟨ins′, env′, st′⟩, then the machine steps into

⟨ins′, env′, st′ :: v, fr⟩ for some v since ⟨ins, env, st, fr :: ⟨ins′, env′, st′⟩⟩ ↓ v (by Lemma 2.25), and by

I.H. on fr, ⟨ins′, env′, st′ :: v, fr⟩ ⇓ v′. So, ⟨ins, env, st, fr :: ⟨ins′, env′, st′⟩⟩ ⇓ v′. □

We can now combine termination with partial correctness to obtain total correctness: a well-

formed machine always terminates and produces the value specified by its type (Corollary 2.27).

The corresponding result for complete programs (i.e. closed instruction sequences with empty

initial stacks) follows as a corollary (Corollary 2.28).
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Corollary 2.27 (Total correctness). If Γ ⊢ ins : 𝜎 → 𝜎 ′
:: M with Γ ⊢ M : A, env ⊨ 𝛾 : Γ, and

(env :𝛾 Γ) ⊢ st ⊨ 𝜎 , then ⟨ins, env, st, ·⟩ ⇓ v with v ⊨ M [𝛾] : A[𝛾].
Corollary 2.28 (Total correctness for programs). If · ⊢ ins : · → 𝜎 :: M with ⊢ M : A, then

⟨ins, ·, ·, ·⟩ ⇓ v with v ⊨ M : A.

2.7 Compilation
In this section, we define a compilation function from CCω to the dependent SECD machine to

demonstrate that our typing scheme for dependently typed abstract machines fulfils our claims

in the introduction: type-checking the compiled code guarantees correctness of whole-program

compilation and separate compilation.

The compilation function J−K𝑐 is defined in Fig. 5a. It recursively maps every term in CCω to

its corresponding instruction in dependent SECD. We also define a mapping J−K𝑣 in Fig. 5b that

transforms closed CCω values to SECD values. The compilation scheme is shown type-preserving

by a simple induction (Lemma 2.29). Therefore, by total correctness, a closed CCω term𝑀 compiles

to an SECD program that terminates and produces a result implementing 𝑀 (Corollary 2.30).

Similarly, given an open CCω term𝑀 and a list of closed CCω values 𝛾 , executing J𝑀K𝑐 with the

compiled values in the environment terminates and produces a value implementing𝑀 [𝛾], meaning

that we can compile open terms separately and link them together at runtime (Corollary 2.31).

Note that the correctness theorems of the compilation function do not rely on how it is defined;

they only require the compiler to preserve the types. It is possible to define different compilation

schemes (for example, one that involves common optimizations such as function inlining or constant

propagation) and still enjoy these correctness properties as long as types are preserved.

JCCωK

J𝑥K = var x JM N K = J𝑀K; J𝑁 K; app Jfst MK = J𝑀K; fst

J𝑈𝑖K = ty𝑈𝑖 JΣx :A.BK = ty Σx :A.B Jsnd MK = J𝑀K; snd

JΠx :A.BK = ty Πx :A.B J⟨M,N ⟩K = J𝑀K; J𝑁 K; pair JzeroK = lit 0

J𝜆x :A.MK = pushc J𝑀K𝑐 J⟨⟩K = unit Jsuc MK = J𝑀K; suc

JrecP (M, (x, p).M′,N )K = J𝑁 K; rec 𝑃 J𝑀K𝑐 J𝑀 ′K𝑐 J𝑀K𝑐 = J𝑀K; ret

(a) Term compilation

J𝜆x :A.MK𝑣 = ⟨·, J𝑀K𝑐⟩ J⟨M,N ⟩K𝑣 = ⟨J𝑀K𝑣, J𝑁 K𝑣⟩ J𝑛K𝑣 = 𝑛 J𝐴K𝑣 = A J⟨⟩K𝑣 = ⟨⟩

(b) Value compilation

Fig. 5. Compilation from CCω to SECD

Lemma 2.29 (Type preservation). If Γ ⊢ M : A, then Γ ⊢ J𝑀K𝑐 : · −→ · :: 𝑀 . If ⊢ M : A and𝑀 is
a value, then J𝑀K𝑣 ⊨ 𝑀 : 𝐴.

Corollary 2.30 (Correctness ofwhole-program compilation). If · ⊢ M : A, then ⟨J𝑀K𝑐 , ·, ·, ·⟩ ⇓
v with v ⊨ M : A.

Corollary 2.31 (Correctness of separate compilation). If Γ ⊢ M : A and have closed
CC𝜔values 𝛾 = 𝑀1, ..., 𝑀𝑛 such that · ⊢ 𝛾 : Γ, then ⟨J𝑀K𝑐 , J𝑀1K𝑣 :: ... :: J𝑀𝑛K𝑣, ·, ·⟩ ⇓ v with
v ⊨ 𝑀 [𝛾] : 𝐴[𝛾].
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2.8 Summary
The dependent SECD machine serves well as a theoretical foundation for dependently typed

assembly languages, with type safety, termination, and support for safe separate compilation for

type-preserving compilers. However, some aspects of its design do not correspond to an efficient

low-level implementation, such as storing instruction sequences on the stack (inside closures),

keeping a proof of environment well-formedness for executing ty A, and nested instructions like

pushc. Ideally, these features should be eliminated by first transforming the source language CCω

to a dependently typed intermediate representation as the specification language, and then to

instructions of a lower-level abstract machine. The next section applies the principles of §2 to

the Defunctionalized Calculus of Constructions [Huang and Yallop 2023a] and derives an abstract

machine that is closer to typed assembly languages [Morrisett et al. 2002, 1998].

3 Dependent Abstract Machine
In this section, we present the dependent abstract machine (DAM) that is a suitable target language

for type-preserving compilation with dependent types, and sketch a compilation scheme from

CCω to it. The syntax of DAM programs is in the style of typed assembly languages [Morrisett

et al. 2002, 1998]. Its operational model is a variation of the SECD machine we saw in §2.2, and the

specification language is based on the Defunctionalized Calculus of Constructions (DCC) [Huang

and Yallop 2023a], an intermediate representation for defunctionalization with dependent types.

§3.1 first recalls Morrisett et al. [1998]’s TAL and gives an overview of DAM and its compilation

scheme. §§3.2 and 3.3 then present the specification language DCC and the syntax of DAM. §3.4

gives typing rules for its instructions and machine configurations that guarantee type safety. §3.5

shows that well-typed configurations terminate by a translation back to the dependent SECD

machine, from which we obtain total correctness for DAM. Finally, §3.6 defines a type-preserving

compilation function from DCC to DAM that supports safe separate compilation (Corollary 3.25).

3.1 Overview: Typed Assembly Languages
We recall type-preserving compilation and typed assembly languages without fully dependent types,
then give an overview of our compilation scheme for CCω. We start by summarizing Morrisett

et al. [1998]’s influential typed assembly language TAL, whose compilation scheme is depicted

below:

System F
Explicit

control flow

Explicit

closures

TAL

CPS

conversion

Closure

conversion

Code

generation

TAL is based on a RISC-style instruction set for an abstract register machine. Starting from

the source language System F, the compiler applies a series of type-preserving transformations

targeting typed intermediate languages and eventually TAL, removing high-level language features

and preserving the types at each stage. The compiler begins with the continuation-passing style
(CPS) transformation [Harper and Lillibridge 1993] to make control flow explicit. It then performs

closure conversion [Minamide et al. 1996] with hoisting, identifying all function closures and lifting

them to the top level. The final stage is code generation that includes explicit allocation for tuples

and register allocation for variables.

A TAL program consists of a list of code blocks, each corresponding to a hoisted closure in a

compiled program, and a main block. A code block starts with a type annotation, specifying the

expected types of the values stored in registers when control enters the block. For example, the TAL

program below computes 5! and puts the final result in register r1. The blocks fact and nonzero

each specify that registers r1 and r2 should both contain an integer before the block is executed.
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TAL

1 main: code []{}.

2 mov r2, 5

3 mov r1, 1

4 jmp fact

5 fact: code []{r1: int , r2 : int}.

6 bnz r2, nonzero

7 halt[int]

8 nonzero:

code []{r1 : int , r2 : int}.

9 mul r1, r1, r2

10 sub r2, r2, r1

11 jmp fact

TAL’s type checker ensures that registers have the correct types before jumping to a code block

and rules out ill-typed operations to achieve type safety. Variants of TAL include TALx86 [Crary

et al. 1999] that targets Intel processors and STAL [Morrisett et al. 2002] that is based on a stack

machine and does not need CPS conversion for compilation.

Previous work also used the singleton type in attempts to bring dependent types down to the

assembly level, relating compile-time and runtime values with Single𝐴 (𝑣), whose only inhabitant

is 𝑣 of type 𝐴. DTAL [Xi and Harper 2001] used integer-valued singletons Single𝑖𝑛𝑡 (𝑥) to specify

registers containing the integer 𝑥 , and the singleton type is the definitive feature in Winwood and

Chakravarty [2011]’s Singleton language. However, singletons in these systems are cumbersome

to use for specifying computations, which often requires extra proof terms, and are difficult to

generate from source programs that do not use singletons throughout.

Our dependent abstract machine (DAM) instead uses terms in a specification calculus to model

the stack’s context and uses typing rules to relate runtime and compile-time values as discussed in

§2. Our compilation scheme from CCω to DAM follows TAL’s approach, and is depicted below:

CCω (§2.1) DCC (§3.2) DAM (§3.3)

Defunctionalization Code generation (§3.6)

We compile to DAM with dependently typed defunctionalization (similar to closure conversion

with hoisting) through DCC and code generation. Similar to STAL, we compile without CPS

transformation. Like TAL, a DAM program consists of a list of code blocks and a main block. Each

block starts with a type annotation that specifies the code’s computational behaviour with DCC

terms, and the instruction set is nearly identical to the instructions of the SECD machine. The DAM

program below computes the factorial of 5. The code blocks of mult (Line 1, definition omitted)

and fact (Lines 12–15) are defunctionalized labels generated from functions in the source code. The

base and inductive cases of recursors in the source program similarly become code blocks ℓz (Lines

2–3) and ℓs (Lines 5–11).
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DAM

1 mult ({x:Nat}, y:Nat ↦→ x ∗ y : Nat) :
2 ℓz ({y:Nat}, _:Unit ↦→ 1 : Nat) :
3 lit 1
4 ret
5 ℓs ({y : Nat, x : Nat}, p : Nat ↦→

(sucx) ∗ p : Nat) :
6 var x
7 suc
8 clo 1 mult
9 var p
10 app
11 ret

12 fact ({}, y : Nat ↦→
recNat (1, (x, p).(suc x) ∗ p, y) : Nat) :

13 var y
14 rec P ℓz ℓs
15 ret
16 main (· ⊢ 120 : Nat) :
17 clo 0 fact
18 lit 5

19 app
20 ret

The main block (Lines 16–20) starts with an empty stack and environment. The first instruction

clo (Line 17) forms closure fact{} on the stack. Next (Line 18), lit 5 pushes value 5 on the stack

and app applies the closure to the argument on top of the stack (Line 19), producing the final result

recNat (1, (x, p).(suc x) ∗ p, 5), which reduces to 120 in DCC, matching the specification on Line 16.

In contrast to the factorial in TAL, which only promises to return a well-typed result (if it halts),

DAM promises to give the correct return value by keeping track of the stack contents, as a result of

total correctness (Corollary 3.18).

3.2 Specification Language: Defunctionalized Calculus of Constructions
We now present the defunctionalized calculus of constructions (DCC) [Huang and Yallop 2023a]

extended with dependent sums, unit type and natural numbers, with large elimination and typed

equivalence. The syntax of DCC is given in Fig. 6. We use a sans-serif font to distinguish DCC

terms from CCω terms.

DCC

Expressions A,B,M,N, P ::= x | Ui | Πx:A.B | M N | ℓ{𝜎}
| Σx:A.B | ⟨M,N⟩ | fst M | snd M
| Unit | ⟨⟩ | Nat | zero | suc M | recP (M, (x, p).M′,N)

Type contexts Γ,∆ ::= · | Γ, x:A

Label contexts 𝔇 ::= · | 𝔇, ℓ ({∆}, x:A ↦→ M : B)

Fig. 6. Syntax of DCC

Defunctionalized labels. The expressions of DCC are almost identical to CCω, with one notable

difference: DCC contains first-class function labels (accessible from a label context𝔇) instead of

lambda abstractions. The only way to create a function is forming a closure ℓ{𝜎} by instantiating a

label ℓ ∈ 𝔇 with a list of terms 𝜎 = M1, . . . ,Mn that provides values for its free variables.

An entry of the label context ℓ ({∆}, x:A ↦→ M : B) records how ℓ should be type-checked and

evaluated: ∆ specifies the type of the environment that ℓ expects; (x : A) and B are the input and

return types of the closure; M is the label’s body, i.e. the expression to which the formed closure

reduces upon application.
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The typing judgement of DCC has the form𝔇; Γ ⊢ M : A. If a label ℓ expects an environment of

type ∆ and the list of terms 𝜎 forms a well-typed substitution from ∆ to Γ, then the closure ℓ{𝜎} is
a well-typed function Πx:A[𝜎] .B[𝜎] (dcc-ty-Label). An application ℓ{𝜎} N is 𝛽-reduced to the

label’s body M with 𝜎 substituted for its free variables and N for the input x (dcc-red-Beta).

DCC

dcc-ty-Label

𝔇; Γ ⊢ 𝜎 : ∆
ℓ ({∆}, x:A ↦→ M : B) ∈ 𝔇

𝔇; Γ ⊢ ℓ{𝜎} : Πx:A[𝜎] .B[𝜎]

dcc-red-Beta

ℓ ({∆}, x:A ↦→ M : B) ∈ 𝔇

𝔇; Γ ⊢ 𝜎 : ∆ 𝔇; Γ ⊢ N : A[M/∆]
𝔇; Γ ⊢ ℓ{𝜎} N ⊲ M[𝜎,N/x] : B[𝜎,N/x]

DCC judgements. Other judgements in DCC include well-formedness of contexts ⊢ 𝔇; Γ, reduc-
tions𝔇; Γ ⊢ M ⊲ N : A, and the equivalence relation𝔇; Γ ⊢ M ≡ N : A.
DCC’s dual context 𝔇; Γ is well-formed when all types in Γ are well-typed (dcc-wf-Type),

and every label is associated with well-typed data (dcc-wf-Label). In other words, if we have

ℓ ({∆}, x:A ↦→ M : B), then M should have the type B judged under all previously defined labels𝔇

(no self-reference) and the types ∆, x:A in its specification. Rule dcc-wf-Type allows the types in Γ
to refer to the labels ℓ ∈ 𝔇, but entries in𝔇 cannot refer to variables x ∈ Γ (dcc-wf-Label). The

remaining rules are identical to their CCω counterparts apart from the dual context.

DCC

dcc-wf-Empty

⊢ ·; ·

dcc-wf-Label

𝔇;∆, x:A ⊢ M : B

⊢ 𝔇, ℓ ({∆}, x:A ↦→ N : B); ·

dcc-wf-Type

⊢ 𝔇; Γ 𝔇; Γ ⊢ A : Ui

⊢ 𝔇; Γ, x:A

Properties of DCC. Huang and Yallop [2023a] showed that the original DCC (with only Π-types
and labels) is terminating and consistent. They defined a backward transformation from DCC

to CCω by placing each label’s definition back to the label’s position as a lambda abstraction.

Otherwise, the transformation simply maps Π-types to Π-types, applications to applications, etc.

The backward transformation preserves reduction in lock-step and also preserves types (detailed in

the extended version [Huang and Yallop 2023b]), so, DCC is terminating and consistent since CCω

is.

The technical challenge in their proof lies in the treatment of functions/labels and applications.

It is straightforward to extend the backward transformation to the extended DCC that maps

Σ-types to Σ-types, unit to unit, etc. and show that the transformation remains type- and reduction-

preserving, so that termination and consistency continue to hold for the extended version of

DCC. The backward transformation also preserves equivalence, which implies non-confusion of

type formers: for example, 𝔇; Γ ⊢ Ui ≡ Nat : U implies that 𝑈 ≡ 𝑁𝑎𝑡 in CCω, which leads to a

contradiction.

However, Huang and Yallop did not establish the injectivity of type formers in their work, and

it is not immediate that injectivity can be proved with DCC’s known properties. Therefore, we

will postulate injectivity since our focus is on deriving dependently typed abstract machines, not

completing the meta-theory of DCC. We conjecture that injectivity can be proved by defining a

logical relation for DCC judgements following [Abel et al. 2023, 2018; Danielsson et al. 2026].

Lemma 3.1 (Subject reduction). If𝔇; Γ ⊢ M ⊲ N : A, then𝔇; Γ ⊢ M : A and𝔇; Γ ⊢ N : A.

Lemma 3.2 (Well-formedness of typing judgements). The parameters of the judgements are
well-formed in the following sense:
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• If𝔇; Γ ⊢ M : A, then ⊢ 𝔇; Γ and𝔇; Γ ⊢ A : U.
• If𝔇; Γ ⊢ M ≡ N : A, then𝔇; Γ ⊢ M : A and𝔇; Γ ⊢ N : A.

Lemma 3.3 (Injectivity of type formers). (Postulated) The type formers are injective in the
following sense:

• If𝔇; Γ ⊢ Ui ≡ Uj : U, then i = j.
• If𝔇; Γ ⊢ Πx:A.B ≡ Πx:A′ .B′

: U, then𝔇; Γ ⊢ A ≡ A′
: U and𝔇; Γ, x:A ⊢ B x ≡ B′ x : U.

• If𝔇; Γ ⊢ Σx:A.B ≡ Σx:A′ .B′
: U, then𝔇; Γ ⊢ A ≡ A′

: U and𝔇; Γ, x:A ⊢ B x ≡ B′ x : U.

Lemma 3.4 (Non-confusion of type formers). (Postulated) Different type formers cannot be
equivalent, specifically:

• 𝔇; Γ ⊢ Ui ≡ Nat : U is not derivable,
• 𝔇; Γ ⊢ Ui ≡ Unit : U is not derivable,
• and so on.

Theorem 3.5 (Deep normalization). If𝔇; Γ ⊢ M : A, then M reduces to a 𝛽-short normal form.

Theorem 3.6 (Consistency). There is no𝔇 and M such that𝔇; · ⊢ M : ΠA:U0 .A.

DCC

dcc-ty-Apply

𝔇; Γ ⊢ M : Πx:A.B 𝔇; Γ ⊢ N : A

𝔇; Γ ⊢ M N : B[N/x]

dcc-ty-Pair

𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B[M/x]
𝔇; Γ ⊢ ⟨M,N⟩ : Σx:A.B

dcc-ty-Rec

𝔇; Γ, x:Nat ⊢ P : U 𝔇; Γ ⊢ N : Nat
𝔇; Γ ⊢ M : P[zero/x] 𝔇; Γ, x:Nat, p:P ⊢ M′

: P[suc x/x]
𝔇; Γ ⊢ recP (M, (x, p).M′,N) : P[N/x]

dcc-red-Snd

𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B[M/x]
𝔇; Γ ⊢ snd ⟨M,N⟩ ⊲ N : B[M/x]

dcc-eq-EtaPi

𝔇; Γ ⊢ M : Πx:A.B 𝔇; Γ ⊢ N : Πx:A.B
𝔇; Γ, x:A ⊢ M x ≡ N x : B

𝔇; Γ ⊢ M ≡ N : Πx:A.B

Fig. 7. Typing judgements, reduction, and equivalence of DCC (excerpt)

3.3 Dependent Abstract Machine
Fig. 8 shows the syntax of the dependent abstract machine (DAM), a variant of the SECD machine.

A DAM program consists of a list of code blocks 𝔅 and a main block. Each code block consists of

an instruction sequence ins and a specification of its expected computation, which is written as

a label context entry in DCC. A nice property of this defunctionalized setup is that the runtime

values of DAM are exactly the closed values in DCC. Therefore, we can treat runtime environments

and stacks as lists of DCC values and closing substitutions.

The instruction set of DAM is almost identical to that of the SECD machine, except that there is

no pushc that could push an arbitrary piece of code during computation; all code is stored in 𝔅

and the only way to create closures is through instruction clo 𝑛 ℓ that takes the top 𝑛 stack items

and forms a closure with label ℓ .

DAM’s operational semantics has the form of ⟨ins, env, st, fr⟩𝔅 −→ ⟨ins′, env′, st′, fr′⟩𝔅 where

𝔅 is a parameter that never changes (excerpt shown in Fig. 9). The operations of DAM have only a
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DAM

Instructions I ::= var x | st 𝑛 | ty A | app
| clo 𝑛 ℓ | pair | fst | snd
| unit | lit 𝑛 | suc | rec P ℓz ℓs

Instruction sequences ins ::= ret | I; ins

Values v ::= 𝑛 | ⟨⟩ | A | ⟨v, v′⟩ | ℓ{env}
Runtime environment/stack env, st ::= · | env :: v
Call frames fr ::= · | fr :: ⟨ins, env, st⟩
Code block 𝔅 ::= · | 𝔅; ℓ ({Γ}, x:A ↦→ M : B) : ins

Machine configuration 𝐶 ::= ⟨ins, env, st, fr⟩𝔅
Program 𝔅;main(Γ ⊢ M : A) : ins

Fig. 8. Syntax of the dependent abstract machine (DAM)

DAM

Rule Instruction Env. Stack Frame Condition

R ins env st fr
ins′ env′ st′ fr′

means that ⟨ins, env, st, fr⟩𝔅 −→ ⟨ins′, env′, st′, fr′⟩𝔅 for rule dam-red-R.

Ty ty A ; ins env st fr
ins env st :: A[env] fr

App app ; ins env st :: ℓ{env′} :: v fr 𝔅(ℓ) = ins′

ins′ env′ :: v · fr :: ⟨ins, env, st⟩
Clo clo 𝑛 ℓ env st :: st′ fr |st′ | = 𝑛

ins′ env st :: ℓ{st′} fr
RecZ rec P ℓz ℓs ; ins env st :: 0 fr 𝔅(ℓz) = ins′

ins′ env :: ⟨⟩ · fr :: ⟨ins, env, st⟩

Fig. 9. Operational semantics of DAM (excerpt)

few differences from the SECD machine. ty A treats the current environment as a substitution and

pushes the closed type A[env] on the stack. Application involves finding the code pointed to by

the label on the list of code blocks 𝔅.

For the base case of recursors, when the top stack item is 0, the machine should load the

instruction pointed to by label ℓz. However, since every label must point to a function, we encode

the base case as a function with a dummy input of the unit type. We could also define a special

class of labels whose pointed code can be loaded directly, but doing so complicates the syntax of

DAM. At dam-red-RecZ, the machine loads the code pointed to by label ℓz on a new call frame,

loads the environment with the current environment plus a dummy value ⟨⟩ and clears the stack.

Other operations are identical to the rules for SECD machine we saw in §2.2.
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3.4 Typing Judgements and Type Safety
In this section, we give typing judgements for well-typed instructions and well-formed configura-

tions to show that DAM has type safety and partial correctness, using the same approach we saw

from §2.3 to §2.5. Most of the judgements and the proofs for progress and preservation are similar

to those for dependent SECD machine, and we only note the key differences here.

3.4.1 Instruction typing. The typing judgement for instruction (sequences) has the form𝔇; Γ ⊢ ins :
𝜎 → 𝜎 ′

, where 𝜎, 𝜎 ′
are abstract stacks in DCC. Again, we only consider well-typed abstract stacks

in context𝔇; Γ for the typing judgement and we omit the requirement of 𝜎, 𝜎 ′
being well-typed for

conciseness.

Similar to CCω, abstract stacks in DCC can be treated as substitutions, and we write𝔇; Γ ⊢ 𝜎 : ∆
for env being viewed as a well-typed substitution from Δ to Γ and𝔇; Γ ⊢ 𝜎 ≡ 𝜎 ′

for DCC’s equiva-

lence relation extended pointwise for abstract stacks.

Instruction clo 𝑛 ℓ is well-typed if 𝑛 matches the number of free variables required by ℓ and the

top 𝑛 items 𝜎 ′
match the types of free variables Δ in the specification of ℓ (dam-ty-Clo). Application,

along with most typing rules of DAM, remains almost identical to the corresponding rule for the

dependent SECD machine, except for using DCC’s dual context.

The recursor rec P ℓz ℓs takes three arguments: the return type P, a label ℓz pointing to the

base case that produces M (with a dummy input of type Unit that M cannot access), and a label ℓs
pointing to the inductive case that produces M′

. This instruction consumes the natural number on

top of the initial stack, leaving recP (M, (x, p).M′,N) as the result (dam-ty-Rec).

DAM
dam-ty-Clo

|∆| = 𝑛 𝔇; Γ ⊢ 𝜎 ′
: ∆

ℓ ({∆}, x:A ↦→ M : B) ∈ 𝔇

𝔇; Γ ⊢ clo 𝑛 ℓ : 𝜎 :: 𝜎 ′ → 𝜎 :: ℓ{𝜎 ′}

dam-ty-App

𝔇; Γ ⊢ M : Πx:A.B 𝔇; Γ ⊢ N : A

𝔇; Γ ⊢ app : 𝜎 :: M :: N → 𝜎 :: M N

dam-ty-Rec

𝔇; Γ, x:Nat ⊢ P : Ui 𝔇; Γ ⊢ M : P[zero/x] 𝔇; Γ ⊢ N : Nat
ℓz ({Γ}, _:Unit ↦→ M : P[zero/x]) ∈ 𝔇

ℓs ({Γ, x:Nat}, p:P ↦→ M′
: P[suc x/x]) ∈ 𝔇

𝔇; Γ ⊢ rec P ℓz ℓs : 𝜎 :: N → 𝜎 :: recP (M, (x, p).M′,N)

3.4.2 Machine configuration and type safety. Given𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′
, the judgements for the

configuration ⟨ins, env, st, fr⟩𝔅 to be well-formed are:

(1) ⊢ 𝔅 : 𝔇 The code blocks are well-typed with their type signatures𝔇.

(2) 𝔇 ⊢ env ⊨ Γ The runtime environment has types Γ.

(3) 𝔇; (env : Γ) ⊢ st ⊨ 𝜎 The runtime stack implements 𝜎 , given some env that implements Γ.

(4) 𝔇; (env : Γ) ⊢ fr : [M : A] The stack of call frames is well-formed, and the instruction of

the top frame expects its callee to return an abstract term M.

Since DAM’s runtime values are exactly closed values in DCC, we can use DCC’s typing judgement

as the judgement for runtime values.

Code blocks. As the syntax suggests, the type signature of each code block is exactly a label

entry in DCC, so, 𝔅 is specified with a label context𝔇. The judgement ⊢ 𝔅 : 𝔇 means that the

instruction in each code block is well-typed with respect to its signature. An instruction sequence
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implements a defunctionalized label if the instructions eventually produce the specified term on

top of the stack, starting with an empty stack.

DAM

dam-blocks-Nil

⊢ · : ·

dam-blocks-Cons

⊢ 𝔅 : 𝔇 𝔇;∆, x:A ⊢ M : B 𝔇;∆, x:A ⊢ ins : · → 𝜎 :: M

⊢ 𝔅; ℓ ({∆}, x:A ↦→ M : B) : ins : 𝔇, ℓ ({∆}, x:A ↦→ M : B)

Environment, stack, and frames. The rest of the judgements are again similar to those in dependent

SECD. The judgement𝔇 ⊢ env ⊨ Γ means that env is a concrete implementation of context Γ, and
we can treat env as a closing substitution for Γ. The empty case of this judgement is trivial, and

𝔇 ⊢ env :: v ⊨ Γ, x:A if𝔇 ⊢ env ⊨ Γ and v has type A[env].
The judgement for runtime stacks𝔇; (env : Γ) ⊢ st ⊨ 𝜎 means that st implements the abstract

stack 𝜎 under runtime environment env : Γ. The empty case requires𝔇 ⊢ env ⊨ Γ, and𝔇; (env :

Γ) ⊢ st :: v ⊨ 𝜎 :: M if𝔇; (env : Γ) ⊢ st ⊨ 𝜎 and val ≡ M[env], i.e. the value implements the term𝑀

closed by env. The rules for well-formed call frames are the same ones in dependent SECD with all

judgements replaced with their counterparts in DCC/DAM.

DAM

dam-env-Cons

𝔇 ⊢ env ⊨ Γ 𝔇 ⊢ v : A[env]
𝔇 ⊢ env, v ⊨ Γ, x:A

dam-st-Cons

𝔇; (env : Γ) ⊢ st ⊨ 𝜎 𝔇 ⊢ v : A[env]
𝔇; Γ ⊢ M : A 𝔇 ⊢ M[env] ≡ v : A[env]

𝔇; (env : Γ) ⊢ st, v ⊨ 𝜎 :: M

A configuration is well-formed if its code blocks are well-typed according to their specified

signatures, the instruction sequence is well-typed, and the runtime environment, stack, and call

frames are compatible with the instructions and with each other. As discussed in §2.4, conditions

(6) and (7) make sure that the return value of the current instruction sequence is compatible with

the expected return value on the top of the call frame. We also require that labels for base cases of

recursors does not access the dummy variable.

We can also show that the parameters in DAM’s typing judgements are well-formed by induction

and closed values are in canonical forms by non-confusion of DCC. Then, we prove progress and

preservation by induction on the instruction sequence, and details of the proofs are similar to

the proofs for dependent SECD machine. From type safety, we conclude that DAM has partial

correctness.

Definition 3.7 (Configuration well-formedness). A configuration ⟨ins, env, st, fr⟩𝔅 is well-
formed, denoted as ⊢ ⟨ins, env, st, fr⟩𝔅, if the following conditions hold:

(1) ⊢ 𝔅 : 𝔇, where𝔇 is the label context of 𝔅.
(2) 𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′

:: M, for some Γ, 𝜎 , 𝜎 ′, and M, with𝔇; Γ ⊢ M : A for some A.
(3) 𝔇 ⊢ env ⊨ Γ.
(4) 𝔇; (env : Γ) ⊢ st ⊨ 𝜎 for some ∆.
(5) 𝔇; (env′ : Γ′) ⊢ fr : [M′

: A′], for some env′, Γ′, M′, and A′.
(6) 𝔇 ⊢ A[env] ≡ A′ [env′] : U.
(7) 𝔇 ⊢ M[env] ≡ M′ [env′] : A[env].
(8) For all labels ℓ used in base case of recursors, 𝔅(ℓ) do not use the Unit-typed dummy variable.
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Lemma 3.8 (Well-formedness of typing judgements). The parameters of the judgements are
well-formed in the following sense:

• If𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′, then ⊢ 𝔇; Γ and every term in (𝜎, 𝜎 ′) is well-typed under𝔇; Γ.
• If𝔇 ⊢ env ⊨ Γ, then ⊢ 𝔇; Γ and |env| = |Γ|.
• If 𝔇; (env : Γ) ⊢ st ⊨ 𝜎 , then 𝔇 ⊢ env ⊨ Γ, 𝔇; Γ ⊢ 𝜎 : ∆, |st| = |𝜎 | and every term in 𝜎 is
well-typed under𝔇; Γ.

• If𝔇; (env : Γ) ⊢ fr : [M : A], then𝔇 ⊢ env ⊨ Γ and𝔇; Γ ⊢ M : A.

Lemma 3.9 (Canonicity of values). If𝔇; · ⊢ v : A, then
• If𝔇 ⊢ A ≡ Ui : Ui+1, then v = A′ for some type A′.
• If𝔇 ⊢ A ≡ Nat : U, then v = 𝑛 for some natural number 𝑛.
• If𝔇 ⊢ A ≡ Unit : U, then v = ⟨⟩.
• If𝔇 ⊢ A ≡ Πx:A′ .B′

: U, then v = ℓ{env} for some env, ℓ .
• If𝔇 ⊢ A ≡ Σx:A′ .B′

: U, then v = ⟨v, v′⟩ for some v, v′.

Theorem 3.10 (Progress). If ⊢ ⟨ins, env, st, fr⟩𝔅, then either ⟨ins, env, st, fr⟩𝔅 −→ ⟨ins′, env′, st′, fr′⟩𝔅
or ⟨ins, env, st, fr⟩𝔅 halts.

Theorem 3.11 (Preservation). If ⊢ ⟨ins, env, st, fr⟩𝔅 and ⟨ins, env, st, fr⟩𝔅 −→ ⟨ins′, env′, st′, fr′⟩𝔅,
then ⊢ ⟨ins′, env′, st′, fr′⟩𝔅.

Corollary 3.12 (Type safety). If ⊢ ⟨ins, env, st, fr⟩𝔅, then it never reduces to a configuration that
is irreducible and not at halt.

Corollary 3.13 (Partial correctness). If𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′
:: Mwith𝔇; Γ ⊢ M : A, then for all

(𝔅, env, st) such that ⊢ ⟨ins, env, st, ·⟩𝔅 and ⟨ins, env, st, ·⟩𝔅 ⇓ v, we have𝔇 ⊢ v ≡ M[env] : A[env].

3.5 Termination and Total Correctness
We prove termination for DAM by defining a backward transformation to the dependent SECD ma-

chine that preserves types and reductions. The transformation for the specifications is based on the

backward transformation J−K𝑏 from well-typed DCC terms to CCωby Huang and Yallop. JMK𝑏 im-

plicitly takes thewell-typed derivation ofM an argument. It maps ℓ{𝜎} to 𝜆𝑥 : (JAK𝑏 [J𝜎K𝑏]).JNK𝑏 [J𝜎K𝑏]
given ℓ ({∆}, x:A ↦→ N : B) in the label context. Otherwise, the transformation proceeds recursively

into subterms, maps DCC applications to CCω applications, and so on. The transformation extends

to contexts pointwise, and it is type-preserving in the sense of Lemma 3.14.

Lemma 3.14 (J−K𝑏 preserves types). If𝔇; Γ ⊢ M : A, then JΓK𝑏 ⊢ JMK𝑏 : JAK𝑏 .

JDAMK𝑐 𝑓
Jclo 𝑛 ℓK𝑖 = clo 𝑛 J𝔅(ℓ)K𝑖 Jrec P ℓz ℓsK𝑖 = rec JPK𝑏 J𝔅(ℓz)K𝑖 J𝔅(ℓs)K𝑖
Jℓ{M}K𝑣 = ⟨JMK𝑣, J𝔅(ℓ)K𝑖⟩ JAK𝑣 = JAK𝑏 J⟨v, v′⟩K𝑣 = ⟨JvK𝑣, Jv′K𝑣⟩

Jfr :: ⟨ins, env, st⟩K𝑓 𝑟 = JfrK𝑓 𝑟 :: ⟨JinsK𝑖 , JenvK𝑣, JstK𝑣⟩

J⟨ins, env, st, fr⟩𝔅K𝑐 𝑓 = ⟨JinsK𝑖 , JenvK𝑣, JstK𝑣, JfrK𝑓 𝑟 ⟩

Fig. 10. Backward transformation from DAM to dependent SECD (excerpt)
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Fig. 10 shows the backward transformation J−K𝑖 on instructions that stitches each label’s asso-

ciated code back to the label’s location, and other instructions remain the same. We also define

a function J−K𝑣 that transforms DAM values to SECD-machine values. Natural numbers and the

unit value remain the same. J−K𝑣 places back the code pointed by the label in closures, returns a

closed CCω type with an empty environment for types, and maps recursively for pairs. We can

transform DAM environments and stacks by applying J−K𝑣 pointwise and transform call frames

with a combination of J−K𝑖 and J−K𝑣 . Finally, we can transform a DAM configuration by applying

the respective backward transformations for the four components of the machine. Transformations

of the machine J−K𝑐 𝑓 and its components J−K𝑖 , J−K𝑣 , and J−K𝑓 𝑟 take the well-formedness proof of

the machine as an implicit argument.

The backward transformation from DAM to dependent SECD is type-preserving: a well-formed

DAM configuration transforms to a well-formed SECD machine configuration (Lemma 3.15). We

prove type preservation by proving the following sub-goals by induction:

• If𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′
, then JΓK𝑏 ⊢ JinsK𝑖 : J𝜎K𝑏 −→ J𝜎 ′K𝑏 .

• If𝔇 ⊢ v : A, then JvK𝑣 ⊨ JvK𝑏 : JAK𝑏 .
• If𝔇 ⊢ env ⊨ Γ, then JenvK𝑣 ⊨ JenvK𝑏 : JΓK𝑏 .
• If𝔇; (env : Γ) ⊢ st ⊨ 𝜎 , then JenvK𝑣 :JenvK𝑏 JΓK𝑏 ⊢ JstK𝑣 ⊨ J𝜎K𝑏 .
• If𝔇; (env : Γ) ⊢ fr : [M : A], then JenvK𝑣 :JenvK𝑏 JΓK𝑏 ⊢ JfrK𝑓 𝑟 : [JMK𝑏 : JAK𝑏].

Note that there are two ways to transform a DAM value: as a CCω term or as a dependent SECD

machine value. Type preservation requires that the two transformations are coherent, i.e. JvK𝑣
implements JvK𝑏 .
We also prove that the backward transformation preserves reductions: if a DAM configuration

steps to some next state ⟨ins′, env′, st′, fr′⟩𝔅, then the transformed SECD machine configuration

steps the transformation of ⟨ins′, env′, st′, fr′⟩𝔅 (Lemma 3.16). Combined with type-preservation,

we can prove termination for all well-formed DAM programs by contradiction (Theorem 3.17),

and finally conclude that DAM has total correctness (Corollary 3.18) from partial correctness and

termination.

Lemma 3.15 (J−K𝑐 𝑓 preserveswell-formedness). If ⊢ ⟨ins, env, st, fr⟩𝔅, then ⊢ J⟨ins, env, st, fr⟩𝔅K𝑐 𝑓 .

Lemma 3.16 (J−K𝑐 𝑓 preserves reductions). If ⟨ins, env, st, fr⟩𝔅 −→ ⟨ins′, env′, st′, fr′⟩𝔅, then
J⟨ins, env, st, fr⟩𝔅K𝑐 𝑓 −→ J⟨ins′, env′, st′, fr′⟩𝔅K𝑐 𝑓 .

Theorem 3.17 (Termination). If ⊢ ⟨ins, env, st, fr⟩𝔅, then ⟨ins, env, st, fr⟩𝔅 ⇓ v.

Corollary 3.18 (Total correctness). If𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′
:: M with𝔇; Γ ⊢ M : A, ⊢ 𝔅 : 𝔇,

𝔇 ⊢ env ⊨ Γ, and𝔇; (env : Γ) ⊢ st ⊨ 𝜎 , then ⟨ins, env, st, ·⟩𝔅 ⇓ v with𝔇 ⊢ v ≡ M[env] : A[env].

Corollary 3.19 (Total correctness for programs). If𝔇; · ⊢ ins : · → 𝜎 :: M with𝔇 ⊢ M : A,
then ⟨ins, ·, ·, ·⟩𝔅 ⇓ v with𝔇 ⊢ v ≡ M : A.

3.6 Compilation
Finally, we define a type-preserving code generation scheme from DCC to DAM (Fig. 11). Given a

DCC derivation, gen(𝔇; Γ ⊢ M : A) produces an instruction sequence for the expression M and

code blocks 𝔅 for𝔇. Code generation is syntactic except for recursors: it maps variables to var,
applications to app, type constants to ty, etc., and we produce 𝔅 by generating code for each label

in𝔇.

Generating label for recursors. We assume that the input DCC programs are obtained by defunc-

tionalizing source programs in CCω, using an extended version of Huang and Yallop [2023b]’s
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gen(DCC)
JxK = var x JM NK = JMK; JNK; app Jfst MK = JMK; fst

JUiK = ty Ui JΣx:A.BK = ty Σx:A.B Jsnd MK = JMK; snd

JΠx:A.BK = ty Πx:A.B J⟨M,N⟩K = JMK; JNK; pair Jsuc MK = JMK; suc

Jℓ{M1, · · · ,Mn}K = JM1K; · · · ; JMnK; clo 𝑛 ℓ

JrecP (M, (x, p).M′,N)K = rec P ℓz ℓs

J𝔇, ℓ ({∆}, x:A ↦→ M : B)K = J𝔇K; ℓ ({∆}, x:A ↦→ M : B) : JMK

gen(𝔇; Γ ⊢ M : A) = (JMK, JhD (𝔇); hexp (M)K)

Fig. 11. Code generation for DCC (excerpt)

defunctionalization which does not generate labels for recursor cases. We therefore define func-

tions hD and hexp to hoist the code for all recursor sub-terms in the body of labels in𝔇 and in an

expression M, generating an expanded label context𝔇′
.

Hoisting is simple: for expressions, hexp traverses the syntax, hoisting two labels ℓz, ℓs when it

reaches a recursor; for the label context, hD inserts the hoisted recursor cases from the body of each

label before that label. We only hoist recursor cases found in the bodies of labels because only those

cases are involved in execution; the role of recursors in the type context Γ, for example, vectors

encoded as iterated pairs, is limited to specification. For the same reason, we extend DCC with

recursors taking expressions instead of labels, so that we can avoid generating computationally

irrelevant code for recursors that exist only for specification purposes.

gen(DCC)
hexp (recP (M, (x, p).M′,N)) = hexp (M); hexp (M′); hexp (N);

ℓz ({Γ}, _:Unit ↦→ M : P[zero/x]);
ℓs ({Γ, x:Nat}, p:P x ↦→ M′

: P[suc x/x])
hD (𝔇, ℓ ({∆}, x:A ↦→ M : B)) = hD (𝔇); hexp (M); ℓ ({∆}, x:A ↦→ M : B)

Fig. 12. Recursor hoisting (excerpt)

Type preservation. We now show that code generation is type-preserving: The code generation

is type-preserving: gen(𝔇; Γ ⊢ M : A) produces an instruction sequence that computes M and a

well-formed code block 𝔅 that implements𝔇 (Theorem 3.23). It is also correct for whole-program

compilation and separate compilation as a corollary of total correctness.

We first define the notion of having recursor labels for a recursor term (Definition 3.20). We

then prove two lemmas stating that hoisting produces a well-formed label context that extends

the original context and has recursor labels for all recursor sub-terms (Lemma 3.21), and that

code generation produces well-typed results if the label context that has labels for all recursors

(Lemma 3.22). As a corollary, code generation is type-preserving in the sense of Theorem 3.23, and

it is correct for whole-program and separate compilations since DAM has total correctness.

Definition 3.20. 𝔇 has recursor labels for a recursor 𝔇;∆ ⊢ recP (M, (x, p).M′,N) : P[N/x] if
there exist ℓz ({∆}, x:Unit ↦→ M : P[zero/x]) ∈ 𝔇 and ℓs ({∆, x:Nat}, p:P ↦→ M′

: P[suc x/x]) ∈ 𝔇.
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Lemma 3.21. Suppose𝔇; Γ ⊢ M : A, and let𝔇′ = hD (𝔇); hexp (M). Then ⊢ 𝔇′,𝔇 ⊆ 𝔇′, and𝔇′

has recursor labels for all recursor sub-terms in𝔇 and M.

Lemma 3.22. If𝔇; Γ ⊢ M : A and𝔇 has recursor labels for all recursor sub-terms in𝔇 and M, then
𝔇; Γ ⊢ JMK : · → 𝜎 :: M and ⊢ J𝔇K : 𝔇.

Proof. By induction over the typing derivation of DCC. □

Theorem 3.23 (Type preservation). Suppose𝔇; Γ ⊢ M : A, and let (ins,𝔅) = gen(𝔇; Γ ⊢ M : A).
Then ⊢ 𝔅 : 𝔇′ and𝔇′

; Γ ⊢ ins : · → 𝜎 :: M.

Corollary 3.24 (Correctness of whole-program compilation). Suppose𝔇; · ⊢ M : A, and
let (ins,𝔅) = gen(𝔇; · ⊢ M : A). Then, ⟨ins, ·, ·, ·⟩𝔅 ⇓ v with𝔇 ⊢ v ≡ M : A.

Corollary 3.25 (Correctness of separate compilation). Suppose𝔇; Γ ⊢ M : A, and let env
be a list of closed DCC values such that 𝔇 ⊢ env : Γ and (ins,𝔅) = gen(𝔇; Γ ⊢ M : A). Then,
⟨ins, env, ·, ·⟩𝔅 ⇓ v with𝔇 ⊢ v ≡ M[env] : A[env].

4 Conclusion and Discussion
We have introduced a principle for developing dependently typed abstract machines. We apply the

principle to develop two machines — the dependent SECD machine and the TAL-style dependent

abstract machine (DAM), both enjoy total correctness: every well-typed machine halts with exactly

the value specified by its type. We give a type-preserving translation from DCC to DAM which,

combined with existing work on defunctionalization from CCω, yields the first type-preserving

compiler for a fully dependently typed language, with whole-program and separate compilation

correctness checkable by type checking the compiled instructions, independently of the compiler

or source code that produced them. We have implemented DAM as an encoding in Agda and

formalized the proof of its type safety, and we are in the process of formalizing the termination

and total correctness proofs of dependent SECD and DAM.

4.1 Related work
Typed assembly languages. The most well-known and influential work on typed assembly lan-

guage is TAL [Morrisett et al. 1998], which serves as a compilation target for System F. The authors

subsequently developed several variants of TAL, including a variant based on a stack machine

[Morrisett et al. 2002], a variant for x86 [Crary et al. 1999] that served as a compilation target for a

C-like language, and a foundational language TALT that supported more sophisticated features

such as heterogeneous tuples and disjoint sums [Crary 2003]. Chen et al. [2003] extend the idea of

TAL to a language LTAL (low-level typed assembly language) with provable soundness, i.e. with

the property that if an LTAL program type-checks it is safe to execute.

§3.1 touched on the dependently-typed assembly languages Singleton [Winwood andChakravarty

2011] and DTAL [Xi and Harper 2001]: although they provide a form of dependent types, they do

not support large elimination (and it does not appear that they can be straightforwardly extended

to do so), and so they are not suitable for our purpose of a target language for the calculus of

constructions. In a different vein, earlier work by Ritter [1994] studies the assignment of fully

dependent types to the combinators of a Categorical Abstract Machine [Cousineau et al. 1987].

Type preserving compilation. Preserving types partway through compilation is common in the

compilation of functional programming languages: for example, the Glasgow Haskell Compiler

(GHC) uses a typed intermediate language that extends System F [Sulzmann et al. 2007], and the

whole-program Standard ML compiler MLton makes effective use of typed intermediate represen-

tations to perform unboxing, data flattening and other optimizations [Weeks 2006]. Compilers that
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preserve types all (or almost all) the way are rarer. The Standard ML compiler TIL [Tarditi et al.

1996] preserves types through several intermediate languages most of the way down to machine

code; TAL, the typed assembly language presented in §3.1, subsequently pushed the approach

even further. Drawing inspiration from TAL, Chen et al. [2008] present Bartok, a type-preserving

compiler for CIL, an intermediate language for C# code. Guillemette and Monnier [2006, 2008]

take a different approach in a type-preserving compiler for System F, representing programs using

Haskell’s GADTs and type families, then using GHC’s type checker to check the correctness of

intermediate results.

The extension to dependent types of type-preserving transformations that are commonly used in

the compilation of functional languages introduces various challenges. Bowman and Ahmed [2018]

study closure conversion for CC, using an abstract definition of closures that draws inspiration from

Minamide et al. [1996]. The abstract definition avoids problems with parametricity, impredicativity

and erasure that arise when naively extending the usual approach of using existential types to

the dependent setting. Similarly, Huang and Yallop [2023a] use a variant of defunctionalization

with abstract labels (presented in §3.2 of the present work) that avoids the problems with universe

checking, positivity checking and termination that arise in attempting to transfer the work of Pottier

and Gauthier [2004] on polymorphic defunctionalization to a dependently typed setting. In a study

of the CPS conversion for CC, Bowman et al. [2018] show that, despite previous results by Barthe

and Uustalu [2002], type-preserving CPS for CC is achievable with an additional typing rule in an

extensional context. Koronkevich et al. [2022] similarly rely on extensionality in a type-preserving

translation of Extended CC into ANF. Cong et al. [2024] revisit Bowman et al.’s work on CPS

conversion, showing that let-binding continuations avoids the need for a non-standard typing rule.

Verified compilation. There are other approaches besides type preservation to improving con-

fidence in the correctness of compilation. In particular, verifying the compiler itself in a proof

assistant can formally establish that each compilation phase preserves the semantics (but not

necessarily the types) of programs. Notable examples of this approach include CompCert, a C

compiler written in Rocq [Leroy 2009], and CakeML, a Standard ML compiler written in HOL4 [Tan

et al. 2019], which has recently been extended to support verified compilation of a Haskell-like

language [Kanabar et al. 2023]. Although verified compilation and type-preserving compilation look

quite different for the simply-typed (or polymorphic) source languages, they effectively converge

for dependently typed languages, where showing that types are preserved necessitates also showing

that reduction is preserved. Our type-preserving compilation from DCC to DAM is thus an instance

of so-called translation validation, in which the correspondence of the semantics of the source and

target programs can be straightforwardly mechanically checked after compilation.
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Γ ⊢ M : A (Typing)

ty-Universe

⊢ Γ

Γ ⊢ 𝑈𝑖 : 𝑈𝑖+1

ty-Var

x : A ∈ Γ ⊢ Γ

Γ ⊢ x : A

ty-Pi

Γ ⊢ A : 𝑈𝑖 Γ, x :A ⊢ B : 𝑈 𝑗

Γ ⊢ Πx :A.B : 𝑈max(𝑖, 𝑗 )

ty-Lambda

Γ, x :A ⊢ M : B

Γ ⊢ 𝜆x :A.M : Πx :A.B

ty-Apply

Γ ⊢ M : Πx :A.B Γ ⊢ N : A

Γ ⊢ M N : B[N/x]

ty-Sigma

Γ ⊢ A : 𝑈𝑖 Γ, x :A ⊢ B : 𝑈 𝑗

Γ ⊢ Σx :A.B : 𝑈max(𝑖, 𝑗 )

ty-Pair

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ ⟨M,N ⟩ : Σx :A.B

ty-Fst

Γ ⊢ M : Σx :A.B

Γ ⊢ fst M : A

ty-Snd

Γ ⊢ M : Σx :A.B

Γ ⊢ snd M : B[fst M/x]

ty-Nat

⊢ Γ

Γ ⊢ Nat : 𝑈0

ty-Zero

⊢ Γ

Γ ⊢ zero : Nat

ty-Suc

Γ ⊢ M : Nat

Γ ⊢ suc M : Nat

ty-Rec

Γ, x :Nat ⊢ P : U Γ ⊢ N : Nat

Γ ⊢ M : P [zero/x] Γ, x :Nat, p :P ⊢ M′
: P [suc x/x]

Γ ⊢ recP (M, (x, p).M′,N ) : P [N/x]

ty-UnitType

⊢ Γ

Γ ⊢ Unit : 𝑈0

ty-Unit

⊢ Γ

Γ ⊢ ⟨⟩ : Unit

ty-Eqiv

Γ ⊢ M : A Γ ⊢ A ≡ B : U

Γ ⊢ M : B

⊢ Γ (Context well-formedness)

wf-Empty

⊢ ·

wf-Cons

⊢ Γ Γ ⊢ A : U

⊢ Γ, x :A

A.1.3 Reduction and equivalence.

Γ ⊢ M ⊲ N : A (Reduction)

red-Beta

Γ, x :A ⊢ N : B Γ ⊢ M : A

Γ ⊢ (𝜆x :A.N ) M ⊲ N [M/x] : B[M/x]

red-Fst

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ fst ⟨M,N ⟩ ⊲ M : A

red-Snd

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ snd ⟨M,N ⟩ ⊲ N : B[M/x]

red-RecZ

Γ, x :Nat ⊢ P : U
Γ ⊢ M : P [zero/x] Γ, x :Nat, p :P ⊢ M′

: P [suc x/x]
Γ ⊢ recP (M, (x, p).M′, zero) ⊲ M : P [zero/x]

red-RecS

Γ, x :Nat ⊢ P : U Γ ⊢ N : Nat

Γ ⊢ M : P [zero/x] Γ, x :Nat, p :P ⊢ M′
: P [suc x/x]

Γ ⊢ recP (M, (x, p).M′, suc N ) ⊲ M′ [N/x, recP (M, (x, p).M′,N )/p] : P [suc N/x]
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Γ ⊢ M ≡ N : A (Equivalence)

eq-Reduce

Γ ⊢ M ⊲∗ M′
: A Γ ⊢ N ⊲∗ M′

: A

Γ ⊢ M ≡ N : A

eq-EtaPi

Γ ⊢ M : Πx :A.B Γ ⊢ N : Πx :A.B
Γ, x :A ⊢ M x ≡ N x : B

Γ ⊢ M ≡ N : Πx :A.B

eq-EtaSigma

Γ ⊢ M : Σx :A.B

Γ ⊢ ⟨fst M, snd M⟩ ≡ M : Σx :A.B

A.1.4 Normal forms of closed types.

⊩ A (Normal forms of closed types)

nf-Unit

A ≡𝑛𝑓 Unit

⊩ A

nf-Nat

A ≡𝑛𝑓 Nat

⊩ A

nf-Universe

A ≡𝑛𝑓 U

⊩ A

nf-Pi

A ≡𝑛𝑓 Πx :A′ .B′

⊩ A′ ∀ (a : A′). ⊩ B′ [a/x]
⊩ A

nf-Sigma

A ≡𝑛𝑓 Σx :A′ .B′

⊩ A′ ∀ (a : A′). ⊩ B′ [a/x]
⊩ A

A.2 Dependent SECD machine
A.2.1 Syntax.

Instructions I ::= var x | st 𝑛 | ty A | pushc ins | app

| clo 𝑛 ins | pair | fst | snd

| unit | lit 𝑛 | suc | rec P ins ins′

Instruction sequences ins ::= ret | I; ins

Abstract stack 𝜎 ::= · | 𝜎 :: 𝑀

Values v ::= 𝑛 | ⟨⟩ | A | ⟨v, v′⟩ | ⟨env, ins⟩

Runtime environment/stack env, st ::= · | env :: v

Call frames fr ::= · | fr :: ⟨ins, env, st⟩

Machine configuration 𝐶 ::= ⟨ins, env, st, fr⟩

A.2.2 Operational semantics. See Fig. 13.

A.2.3 Instruction typing.
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Rule Instruction Env. Stack Frame

R ins env st fr
ins′ env′ st′ fr′

means that ⟨ins, env, st, fr⟩ −→ ⟨ins′, env′, st′, fr′⟩ for rule secd-red-R.
Var var x ; ins env st fr

ins env st :: env(𝑥) fr
St st 𝑛 ; ins env st fr

ins env st :: st(𝑛) fr
Ty ty A ; ins env st fr

ins env st :: A[𝛾] fr
given a proof that env implements a closing substitution 𝛾 .

Pushc pushc ins ; ins′ env st fr
ins′ env st :: ⟨env, ins⟩ fr

App app ; ins env st :: ⟨env′, ins′⟩ :: v fr
ins′ env′ :: v · fr :: ⟨ins, env, st⟩

Clo clo 𝑛 ins ; ins′ env st :: v1, . . . , vn fr
ins′ env st :: ⟨v1 :: . . . :: vn, ins⟩ fr

Pair pair ; ins env st :: v :: v′ fr
ins env st :: ⟨v, v′⟩ fr

Fst fst ; ins env st :: ⟨v, v′⟩ fr
ins env st :: v fr

Snd snd ; ins env st :: ⟨v, v′⟩ fr
ins env st :: v′ fr

Unit unit ; ins env st fr
ins env st :: ⟨⟩ fr

Lit lit 𝑛 ; ins env st fr
ins env st :: 𝑛 fr

Suc suc ; ins env st :: 𝑛 fr
ins env st :: (𝑛 + 1) fr

RecZ rec P ins𝑧 ins𝑠 ; ins env st :: 0 fr
ins𝑧 env · fr :: ⟨ins, env, st⟩

RecS rec P ins𝑧 ins𝑠 ; ins env st :: (𝑛 + 1) fr
rec P ins𝑧 ins𝑠 ; app ; ret env ⟨env :: n, inss⟩ :: 𝑛 fr :: ⟨ins, env, st⟩

Ret ret env st :: v fr :: ⟨ins′, env′, st′⟩
ins′ env′ st′ :: v fr

Fig. 13. Operational semantics of dependent SECD

Γ ⊢ I : 𝜎 → 𝜎 ′ (Instruction typing)

secd-ty-Var

⊢ Γ x : A ∈ Γ

Γ ⊢ var x : 𝜎 → 𝜎 :: x

secd-ty-St

⊢ Γ 𝑛 < |𝜎 | 𝜎 (𝑛) =M

Γ ⊢ st 𝑛 : 𝜎 → 𝜎 :: M

secd-ty-Ty

Γ ⊢ A : U

Γ ⊢ ty A : 𝜎 → 𝜎 :: A

secd-ty-Pushc

Γ, x :A ⊢ ins : · → 𝜎 ′
:: M

Γ ⊢ pushc ins : 𝜎 → 𝜎 :: 𝜆x :A.M

secd-ty-App

Γ ⊢ M : Πx :A.B Γ ⊢ N : A

Γ ⊢ app : 𝜎 :: M :: N → 𝜎 :: M N
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secd-ty-Clo

Γ ⊢ 𝛿 : Δ |∆| = 𝑛 Δ, x :A ⊢ ins : · → 𝜎 ′
:: M

Γ ⊢ clo 𝑛 ins : 𝜎 :: 𝛿 → 𝜎 :: (𝜆x :A.M) [𝛿]

secd-ty-Pair

Γ ⊢ M : A Γ ⊢ N : B[M/x]
Γ ⊢ pair : 𝜎 :: M :: N → 𝜎 :: ⟨M,N ⟩

secd-ty-Fst

Γ ⊢ M : Σx :A.B

Γ ⊢ fst : 𝜎 :: M → 𝜎 :: fst M

secd-ty-Snd

Γ ⊢ M : Σx :A.B

Γ ⊢ snd : 𝜎 :: M → 𝜎 :: snd M

secd-ty-Unit

⊢ Γ

Γ ⊢ unit : 𝜎 → 𝜎 :: ⟨⟩

secd-ty-Lit

⊢ Γ

Γ ⊢ lit 𝑛 : 𝜎 → 𝜎 :: n

secd-ty-Suc

Γ ⊢ M : Nat

Γ ⊢ suc : 𝜎 :: M → 𝜎 :: suc M

secd-ty-Rec

Γ, x :Nat ⊢ P : U Γ ⊢ N : Nat

Γ ⊢ ins𝑧 : · → 𝜎 ′
:: M Γ ⊢ M : P [zero/x]

Γ, x :Nat, p :P ⊢ ins𝑠 : · → 𝜎 ′′
:: M′ Γ, x :Nat, p :P ⊢ M′

: P [suc x/x]
Γ ⊢ rec P ins𝑧 ins𝑠 : 𝜎 :: N → 𝜎 :: recP (M, (x, p).M′,N )

secd-ty-Eqiv

Γ ⊢ 𝜎1 ≡ 𝜎 ′
1

Γ ⊢ 𝜎2 ≡ 𝜎 ′
2

Γ ⊢ ins : 𝜎1 → 𝜎2

Γ ⊢ ins : 𝜎 ′
1
→ 𝜎 ′

2

Γ ⊢ ins : 𝜎 → 𝜎 ′ (Instruction sequence typing)

secd-ty-Ret

Γ ⊢ M : A

Γ ⊢ ret : 𝜎 :: M → 𝜎 :: M

secd-ty-Seq

Γ ⊢ I : 𝜎 → 𝜎 ′

Γ ⊢ ins : 𝜎 ′ → 𝜎 ′′

Γ ⊢ I ; ins : 𝜎 → 𝜎 ′′

A.2.4 Machine well-formedness.

env ⊨ 𝛾 : Γ (Environment typing)

secd-env-Nil

· ⊨ 𝜖 : ·

secd-env-Cons

Γ ⊢ A : U
env ⊨ 𝛾 : Γ v ⊨ M : A[𝛾]
env :: v ⊨ 𝛾,M/x : Γ, x :A

v ⊨ M : A (Value typing)

secd-val-Lit

𝑛 ⊨ 𝑛 : Nat

secd-val-Unit

⟨⟩ ⊨ ⟨⟩ : Unit

secd-val-Ty

⊢ A : U

A ⊨ A : U

secd-val-Clo

Γ, x :A ⊢ M : B env ⊨ 𝛾 : Γ
Γ, x :A ⊢ ins : · → 𝜎 :: M

⟨env, ins⟩ ⊨ (𝜆x :A.M) [𝛾] : (Πx :A.B) [𝛾]

secd-val-Pair

x :A ⊢ B : U
v ⊨ M : A v′ ⊨ N : B[M/x]
⟨v, v′⟩ ⊨ ⟨M,N ⟩ : Σx :A.B
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(env :𝛾 Γ) ⊢ st ⊨ 𝜎 (Stack typing)

secd-st-Nil

env ⊨ 𝛾 : Γ

(env :𝛾 Γ) ⊢ · ⊨ ·

secd-st-Cons

(env :𝛾 Γ) ⊢ st ⊨ 𝜎 v ⊨ M′
: A[𝛾]

Γ ⊢ M : A ⊢ M [𝛾] ≡ M′
: A[𝛾]

(env :𝛾 Γ) ⊢ st :: v ⊨ 𝜎 :: M

(env :𝛾 Γ) ⊢ fr : [M : A] (Frame typing)

secd-fr-Nil

⊢ M : A

(· :𝜖 ·) ⊢ · : [M : A]

secd-fr-Cons

Γ ⊢ ins : 𝜎 :: M → 𝜎 ′
:: N Γ ⊢ M : A Γ ⊢ N : B

env ⊨ 𝛾 : Γ (env :𝛾 Γ) ⊢ st ⊨ 𝜎 (env′ :𝛾 ′ Γ′) ⊢ fr : [N ′
: B′]

⊢ B[𝛾] ≡ B′ [𝛾 ′] : U ⊢ N [𝛾] ≡ N ′ [𝛾 ′] : B[𝛾]
(env :𝛾 Γ) ⊢ fr :: ⟨ins, env, st⟩ : [M : A]

A.3 Defunctionalized CC
A.3.1 Syntax.

Expressions A,B,M,N, P ::= x | Ui | Πx:A.B | M N | ℓ{M}
| Σx:A.B | ⟨M,N⟩ | fst M | snd M
| Unit | ⟨⟩ | Nat | zero | suc M | recP (M, (x, p).M′,N)

Type contexts Γ ::= · | Γ, x:A

Label contexts 𝔇 ::= · | 𝔇, ℓ ({Γ}, x:A ↦→ M : B)

A.3.2 Typing and context well-formedness.

𝔇; Γ ⊢ M : A (Typing)

dcc-ty-Universe

⊢ 𝔇; Γ

𝔇; Γ ⊢ Ui : Ui+1

dcc-ty-Var

𝔇 ⊢ x : A ∈ Γ ⊢ 𝔇; Γ

𝔇; Γ ⊢ x : A

dcc-ty-Pi

𝔇; Γ ⊢ A : Ui 𝔇; Γ, x:A ⊢ B : Uj

𝔇; Γ ⊢ Πx:A.B : Umax(i,j)

dcc-ty-Label

𝔇; Γ ⊢ 𝜎 : ∆
ℓ ({∆}, x:A ↦→ M : B) ∈ 𝔇

𝔇; Γ ⊢ ℓ{𝜎} : Πx:A[𝜎] .B[𝜎]

dcc-ty-Apply

𝔇; Γ ⊢ M : Πx:A.B 𝔇; Γ ⊢ N : A

𝔇; Γ ⊢ M N : B[N/x]

dcc-ty-Sigma

𝔇; Γ ⊢ A : Ui 𝔇; Γ, x:A ⊢ B : Uj

𝔇; Γ ⊢ Σx:A.B : Umax(i,j)

dcc-ty-Pair

𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B[M/x]
𝔇; Γ ⊢ ⟨M,N⟩ : Σx:A.B

dcc-ty-Fst

𝔇; Γ ⊢ M : Σx:A.B

𝔇; Γ ⊢ fst M : A

dcc-ty-Snd

𝔇; Γ ⊢ M : Σx:A.B

𝔇; Γ ⊢ snd M : B[fst M/x]

dcc-ty-Nat

⊢ 𝔇; Γ

𝔇; Γ ⊢ Nat : U0

dcc-ty-Zero

⊢ 𝔇; Γ

𝔇; Γ ⊢ zero : Nat
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dcc-ty-Suc

𝔇; Γ ⊢ M : Nat

𝔇; Γ ⊢ suc M : Nat

dcc-ty-Rec

𝔇; Γ, x:Nat ⊢ P : U 𝔇; Γ ⊢ N : Nat
𝔇; Γ ⊢ M : P[zero/x] 𝔇; Γ, x:Nat, p:P ⊢ M′

: P[suc x/x]
𝔇; Γ ⊢ recP (M, (x, p).M′,N) : P[N/x]

dcc-ty-UnitType

⊢ 𝔇; Γ

𝔇; Γ ⊢ Unit : U0

dcc-ty-Unit

⊢ 𝔇; Γ

𝔇; Γ ⊢ ⟨⟩ : Unit

dcc-ty-Eqiv

𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ B : U
𝔇; Γ ⊢ A ≡ B : U

𝔇; Γ ⊢ M : B

⊢ 𝔇; Γ (Context well-formedness)

dcc-wf-Empty

⊢ ·; ·

dcc-wf-Label

𝔇;∆, x:A ⊢ M : B

⊢ 𝔇, ℓ ({∆}, x:A ↦→ N : B); ·

dcc-wf-Type

⊢ 𝔇; Γ 𝔇; Γ ⊢ A : Ui

⊢ 𝔇; Γ, x:A

A.3.3 Reduction and equivalence.

𝔇; Γ ⊢ M ⊲ N : A (Reduction)

dcc-red-Beta

ℓ ({∆}, x:A ↦→ M : B) ∈ 𝔇

𝔇; Γ ⊢ 𝜎 : ∆ 𝔇; Γ ⊢ N : A[M/∆]
𝔇; Γ ⊢ ℓ{𝜎} N ⊲ M[𝜎,N/x] : B[𝜎,N/x]

dcc-red-Fst

𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B[M/x]
𝔇; Γ ⊢ fst ⟨M,N⟩ ⊲ M : A

dcc-red-Snd

𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B[M/x]
𝔇; Γ ⊢ snd ⟨M,N⟩ ⊲ N : B[M/x]

dcc-red-RecZ

𝔇; Γ, x:Nat ⊢ P : U
𝔇; Γ ⊢ M : P[zero/x] 𝔇; Γ, x:Nat, p:P ⊢ M′

: P[suc x/x]
𝔇; Γ ⊢ recP (M, (x, p).M′, zero) ⊲ M : P[zero/x]

dcc-red-RecS

𝔇; Γ, x:Nat ⊢ P : U 𝔇; Γ ⊢ N : Nat
𝔇; Γ ⊢ M : P[zero/x] 𝔇; Γ, x:Nat, p:P ⊢ M′

: P[suc x/x]
𝔇; Γ ⊢ recP (M, (x, p).M′, suc N) ⊲ M′ [N/x, recP (M, (x, p).M′,N)/p] : P[suc N/x]

𝔇; Γ ⊢ M ≡ N : A (Equivalence)

dcc-eq-Reduce

𝔇; Γ ⊢ M ⊲∗ M′
: A

𝔇; Γ ⊢ N ⊲∗ M′
: A

𝔇; Γ ⊢ M ≡ N : A

dcc-eq-EtaPi

𝔇; Γ ⊢ M : Πx:A.B 𝔇; Γ ⊢ N : Πx:A.B
𝔇; Γ, x:A ⊢ M x ≡ N x : B

𝔇; Γ ⊢ M ≡ N : Πx:A.B

dcc-eq-EtaSigma

𝔇; Γ ⊢ M : Σx:A.B

𝔇; Γ ⊢ ⟨fst M, snd M⟩ ≡ M : Σx:A.B
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A.4 Dependent abstract machine (DAM)
A.4.1 Syntax.

Instructions I ::= var x | st 𝑛 | ty A | app
| clo 𝑛 ℓ | pair | fst | snd
| unit | lit 𝑛 | suc | rec P ℓz ℓs

Instruction sequences ins ::= ret | I; ins

Abstract stack 𝜎 ::= · | 𝜎 :: M

Values v ::= 𝑛 | ⟨⟩ | A | ⟨v, v′⟩ | ⟨env, ℓ⟩
Runtime environment/stack env, st ::= · | env :: v
Call frames fr ::= · | fr :: ⟨ins, env, st⟩
Code block 𝔅 ::= · | 𝔅; ℓ ({Γ}, x:A ↦→ M : B) : ins

Machine configuration 𝐶 ::= ⟨ins, env, st, fr⟩𝔅
Program 𝔅;main(Γ ⊢ M : A) : ins

A.4.2 Operational semantics. See Fig. 14.

A.4.3 Instruction typing.

𝔇; Γ ⊢ I : 𝜎 → 𝜎 ′ (Instruction typing)

dam-ty-Var

𝔇 ⊢ x : A ∈ Γ ⊢ 𝔇; Γ

𝔇; Γ ⊢ var x : 𝜎 → 𝜎 :: x

dam-ty-St

⊢ 𝔇; Γ 𝜎 (𝑛) = M 𝑛 < |𝜎 |
𝔇; Γ ⊢ st 𝑛 : 𝜎 → 𝜎 :: M

dam-ty-Ty

𝔇; Γ ⊢ A : U

𝔇; Γ ⊢ ty A : 𝜎 → 𝜎 :: A

dam-ty-App

𝔇; Γ ⊢ M : Πx:A.B 𝔇; Γ ⊢ N : A

𝔇; Γ ⊢ app : 𝜎 :: M :: N → 𝜎 :: M N

dam-ty-Clo

|∆| = 𝑛 𝔇; Γ ⊢ 𝜎 ′
: ∆

ℓ ({∆}, x:A ↦→ M : B) ∈ 𝔇

𝔇; Γ ⊢ clo 𝑛 ℓ : 𝜎 :: 𝜎 ′ → 𝜎 :: ℓ{𝜎 ′}

dam-ty-Pair

𝔇; Γ, x:A ⊢ B : Ui
𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B[M/x]

𝔇; Γ ⊢ pair : 𝜎 :: M :: N → 𝜎 :: ⟨M,N⟩

dam-ty-Fst

𝔇; Γ ⊢ M : Σx:A.B

𝔇; Γ ⊢ fst : 𝜎 :: M → 𝜎 :: fst M

dam-ty-Snd

𝔇; Γ ⊢ M : Σx:A.B

𝔇; Γ ⊢ snd : 𝜎 :: M → 𝜎 :: snd M

dam-ty-Unit

⊢ 𝔇; Γ

𝔇; Γ ⊢ unit : 𝜎 → 𝜎 :: ⟨⟩

dam-ty-Lit

⊢ 𝔇; Γ

𝔇; Γ ⊢ lit 𝑛 : 𝜎 → 𝜎 :: n

dam-ty-Suc

𝔇; Γ ⊢ N : Nat

𝔇; Γ ⊢ suc : 𝜎 :: N → 𝜎 :: suc N

dam-ty-Rec

𝔇; Γ, x:Nat ⊢ P : Ui 𝔇; Γ ⊢ M : P[zero/x] 𝔇; Γ ⊢ N : Nat
ℓz ({Γ}, _:Unit ↦→ M : P[zero/x]) ∈ 𝔇

ℓs ({Γ, x:Nat}, p:P ↦→ M′
: P[suc x/x]) ∈ 𝔇

𝔇; Γ ⊢ rec P ℓz ℓs : 𝜎 :: N → 𝜎 :: recP (M, (x, p).M′,N)

dam-ty-Eqiv

𝔇; Γ ⊢ 𝜎1 ≡ 𝜎 ′
1

𝔇; Γ ⊢ 𝜎2 ≡ 𝜎 ′
2

𝔇; Γ ⊢ ins : 𝜎1 → 𝜎2

𝔇; Γ ⊢ ins : 𝜎 ′
1
→ 𝜎 ′

2
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Rule Instruction Env. Stack Frame Condition

R ins env st fr
ins′ env′ st′ fr′

means that ⟨ins, env, st, fr⟩𝔅 −→ ⟨ins′, env′, st′, fr′⟩𝔅 for rule dam-red-R.

Var var x ; ins env st fr env(x) = v
ins env st :: v fr

St st 𝑛 ; ins env st fr st(𝑛) = v
ins env st :: v fr

Ty ty A ; ins env st fr
ins env st :: A[env] fr

App app ; ins env st :: ℓ{env′} :: v fr 𝔅(ℓ) = ins′

ins′ env′ :: v · fr :: ⟨ins, env, st⟩
Clo clo 𝑛 ℓ ; ins′ env st :: st′ fr |st′ | = 𝑛

ins′ env st :: ℓ{st′} fr
Pair pair ; ins env st :: v :: v′ fr

ins env st :: ⟨v, v′⟩ fr
Fst fst ; ins env st :: ⟨v, v′⟩ fr

ins env st :: v fr
Snd snd ; ins env st :: ⟨v, v′⟩ fr

ins env st :: v′ fr
Unit unit ; ins env st fr

ins env st :: ⟨⟩ fr
Lit lit 𝑛 ; ins env st fr

ins env st :: 𝑛 fr
Suc suc ; ins env st :: 𝑛 fr

ins env st :: (𝑛 + 1) fr
RecZ rec P ℓz ℓs ; ins env st :: 0 fr 𝔅(ℓz) = ins′

ins′ env :: ⟨⟩ · fr :: ⟨ins, env, st⟩
RecS rec P ℓz ℓs ; ins env st :: (𝑛 + 1) fr

rec P ℓz ℓs ; app ; ret env ℓs{env :: n} :: 𝑛 fr :: ⟨ins, env, st⟩
Ret ret env st :: v fr :: ⟨ins′, env′, st′⟩

ins′ env′ st′ :: v fr

Fig. 14. Operational semantics of dependent abstract machine

𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′ (Instruction sequence typing)

dam-ty-Ret

𝔇; Γ ⊢ ret : 𝜎 :: M → 𝜎 :: M

dam-ty-Seq

𝔇; Γ ⊢ ins : 𝜎 → 𝜎 ′ 𝔇; Γ ⊢ ins′ : 𝜎 ′ → 𝜎 ′′

𝔇; Γ ⊢ ins ; ins′ : 𝜎 → 𝜎 ′′

A.4.4 Machine well-formedness.

𝔇 ⊢ env ⊨ Γ (Environment typing)

dam-env-Nil

𝔇 ⊢ · ⊨ ·

dam-env-Cons

𝔇 ⊢ env ⊨ Γ 𝔇 ⊢ v : A[env]
𝔇 ⊢ env, v ⊨ Γ, x:A
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𝔇; (env : Γ) ⊢ st ⊨ 𝜎 (Stack typing)

dam-st-Nil

𝔇; (env : Γ) ⊢ · ⊨ ·

dam-st-Cons

𝔇; (env : Γ) ⊢ st ⊨ 𝜎 𝔇 ⊢ v : A[env]
𝔇; Γ ⊢ M : A 𝔇 ⊢ M[env] ≡ v : A[env]

𝔇; (env : Γ) ⊢ st, v ⊨ 𝜎 :: M

𝔇; (env : Γ) ⊢ fr : [M : A] (Frame typing)

dam-fr-Nil

𝔇 ⊢ v : A

𝔇; (· : ·) ⊢ · : [v : A]

dam-fr-Cons

𝔇; (env′ : Γ′) ⊢ fr : [N′
: B′]

𝔇; Γ ⊢ ins : 𝜎 :: M → 𝜎 ′
:: N

𝔇 ⊢ env ⊨ Γ 𝔇; (env : Γ) ⊢ st ⊨ 𝜎
𝔇; Γ ⊢ M : A 𝔇; Γ ⊢ N : B
𝔇 ⊢ B[env] ≡ B′ [env] : U

𝔇 ⊢ N[env] ≡ N′ [env′] : B[env]
𝔇; (env : Γ) ⊢ fr :: ⟨ins, env, st⟩ : [M : A]

⊢ 𝔅 : 𝔇 (Code block typing)

dam-blocks-Nil

⊢ · : ·

dam-blocks-Cons

⊢ 𝔅 : 𝔇 𝔇;∆, x:A ⊢ M : B 𝔇;∆, x:A ⊢ ins : · → 𝜎 :: M

⊢ 𝔅; ℓ ({∆}, x:A ↦→ M : B) : ins : 𝔇, ℓ ({∆}, x:A ↦→ M : B)
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